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DATE: 05-09-2020 
 
 
 
ACTION IN PROD: 
 
What are these PDBs?????? 
 

SQL> show pdbs 
 
    CON_ID CON_NAME                       OPEN MODE  RESTRICTED 
---------- ------------------------------ ---------- ---------- 
         2 PDB$SEED                       READ ONLY  NO 
         3 PDB1                           READ WRITE NO 
         4 PDB2                           READ WRITE NO 
         5 MYAPP_ROOT                     READ WRITE NO 
         6 MYAPP_ONE                      READ WRITE NO 
         7 MYAPP_ROOT$SEED                READ ONLY  NO 
         8 MYAPP_TWO                      READ WRITE NO 
        10 F3822707588_21_1               READ WRITE NO 
        11 F3822707588_21_2               READ WRITE NO 
        12 F3822707588_21_3               READ WRITE NO 
        13 PDB3                           READ WRITE NO 
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1. About this Lab 
In this Lab I will perform some of the basic Multitenant Adminstration Tasks like creating Container and Pluggable 
Databases, as well as some more advanced tasks, like creating application containers, performing multiple cloning 
scenario’s, creating container maps, creating snapshot PDBs and snapshot PDB  Carousel and other MultiTenant 
Features up to version 19c. 
 
I already have a Virtual Box environment available with 2 19c Read Only Oracle Homes: 
Oracle_Home 1 = /u01/app/oracle/product/19.3.0/dbhome_1 
Oracle_Home 2 = /u01/app/oracle/product/19.3.0/dbhome_2 
 
If you want to know how I built this environment, please refer to one of my other hands on labs on this website: “HANDS 
ON LAB ORACLE VIRTUAL BOX 19C” 
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2. Brief Introduction to MultiTenant Architecture 
The multitenant option represents one of the biggest architectural changes in the history of the Oracle database. The 
option introduced the concepts of the Container Database (CDB) and Pluggable Database (PDB). 

• Container Database (CDB) : On the surface this seems very similar to a conventional Oracle database, as it 
contains most of the working parts you will be already familiar with (controlfiles, datafiles, undo, tempfiles, redo 
logs etc.). It also houses the data dictionary for those objects that are owned by the root container and those that 
are visible to all PDBs. 

• Pluggable Database (PDB) : Since the CDB contains most of the working parts for the database, the PDB only 
needs to contain information specific to itself. It does not need to worry about controlfiles, redo logs and undo etc. 
Instead it is just made up of datafiles and tempfiles to handle it's own objects. This includes it's own data 
dictionary, containing information about only those objects that are specific to the PDB. From Oracle 12.2 onward 
a PDB can, and should, have a local undo tablespace. 

 

This split of the data dictionary between common objects, in the root container, and PDB-specific objects, in the PDB's 
data dictionary, is very important, because this separation is what gives the multitenant option its flexibility. From the 
perspective of the PDB, the data dictionary is the union of the root and PDB data dictionaries, so internally the PDB feels 
very much like a normal Oracle database. For example, the DBA_% and ALL_% views within the PDB appears the same 
as any non-CDB database. 

Oracle recommend the use of Oracle Managed Files (OMF) when using the multitenant architecture, as it simplifies a 
number of pieces of functionality. It seems the use of OMF is mandatory for some functionality, like the Application 
Containers functionality in Oracle 12.2. 
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3. Creating and Configuring Container Database 
 
3.1. Create a Container Database with the DBCA 

I will create container database prod, running out of Oracle_Home /u01/app/oracle/product/19.3.0/dbhome_1 
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Password is oracle 
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In this scenario I created an empty Container Database. This Container Database consists of only the root container and 
the PDB$SEED container: 
 
Navigate to the tns directory and add an entry for the new CDB. Take note that I am using a Read Only Oracle Home, 
which has a slightly different directory structure. 
 

[oracle@rob01db01 admin]$ cd /u01/app/oracle/homes/OraDB19Home1/network/admin 
 
[oracle@rob01db01 admin]$ vi tnsnames.ora 
 
# Generated by Oracle configuration tools. 
 
PROD = 
  (DESCRIPTION = 
    (ADDRESS = (PROTOCOL = TCP)(HOST = rob01db01.robdomain)(PORT = 1521)) 
    (CONNECT_DATA = 
      (SERVER = DEDICATED) 
      (SERVICE_NAME = prod.robdomain) 
    ) 
  ) 
 
[oracle@rob01db01 admin]$ tnsping prod 
 
TNS Ping Utility for Linux: Version 19.0.0.0.0 - Production on 10-NOV-2020 08:59:28 
 
Copyright (c) 1997, 2019, Oracle.  All rights reserved. 
 
Used parameter files: 
/u01/app/oracle/homes/OraDB19Home1/network/admin/sqlnet.ora 
 
 
Used TNSNAMES adapter to resolve the alias 
Attempting to contact (DESCRIPTION = (ADDRESS = (PROTOCOL = TCP)(HOST = rob01db01.robdomain)(PORT = 1521)) 
(CONNECT_DATA = (SERVER = DEDICATED) (SERVICE_NAME = prod.robdomain))) 
OK (0 msec) 
[oracle@rob01db01 admin]$ sqlplus sys/oracle@prod as sysdba 
 
SQL*Plus: Release 19.0.0.0.0 - Production on Tue Nov 10 08:59:38 2020 
Version 19.3.0.0.0 
 
Copyright (c) 1982, 2019, Oracle.  All rights reserved. 
 
 
Connected to: 
Oracle Database 19c Enterprise Edition Release 19.0.0.0.0 - Production 
Version 19.3.0.0.0 
 
SQL> show pdbs 
 
    CON_ID CON_NAME                       OPEN MODE  RESTRICTED 
---------- ------------------------------ ---------- ---------- 
         2 PDB$SEED                       READ ONLY  NO 
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3.2. Cloning a Container Database with the DBCA 

 
I will clone container database prod, running out of Oracle_Home /u01/app/oracle/product/19.3.0/dbhome_1 to database 
orcl, running out of the same Oracle_Home: 
 

[oracle@rob01db01 scripts]$ cat clone_cdb.sh 
dbca -silent \ 
     -createDuplicateDB \ 
     -gdbName orcl \ 
     -primaryDBConnectionString "rob01db01.robdomain:1521/prod.robdomain" \ 
     -sid orcl \ 
     -sysPassword oracle 
 
[oracle@rob01db01 scripts]$ ./clone_cdb.sh 
 
Prepare for db operation 
22% complete 
Listener config step 
44% complete 
Auxiliary instance creation 
67% complete 
RMAN duplicate 
89% complete 
Post duplicate database operations 
100% complete 
 
Look at the log file "/u01/app/oracle/cfgtoollogs/dbca/orcl/orcl.log" for further details. 
 
[oracle@rob01db01 scripts]$ cat /u01/app/oracle/cfgtoollogs/dbca/orcl/orcl.log 
[ 2020-11-10 10:02:07.635 GMT ] Prepare for db operation 
DBCA_PROGRESS : 22% 
[ 2020-11-10 10:02:07.971 GMT ] Listener config step 
DBCA_PROGRESS : 44% 
[ 2020-11-10 10:02:08.305 GMT ] Auxiliary instance creation 
DBCA_PROGRESS : 67% 
[ 2020-11-10 10:02:34.590 GMT ] RMAN duplicate 
DBCA_PROGRESS : 89% 
[ 2020-11-10 10:05:48.295 GMT ] Post duplicate database operations 
DBCA_PROGRESS : 100% 
[ 2020-11-10 10:08:17.826 GMT ] 

 

[oracle@rob01db01 scripts]$ ps -ef|grep pmon 
oracle    3940     1  0 10:08 ?        00:00:00 ora_pmon_orcl 
oracle    7168  7933  0 10:56 pts/1    00:00:00 grep --color=auto pmon 
oracle   29263     1  0 08:45 ?        00:00:00 ora_pmon_prod 

 
  



=== Hands On Lab : Multitenant === 
 

 

 17 

I can see that the database started. An entry has been created in /etc/oratab as well.  
 

[oracle@rob01db01 scripts]$ sqlplus / as sysdba 
 
SQL*Plus: Release 19.0.0.0.0 - Production on Tue Nov 10 10:57:31 2020 
Version 19.3.0.0.0 
 
Copyright (c) 1982, 2019, Oracle.  All rights reserved. 
 
 
Connected to: 
Oracle Database 19c Enterprise Edition Release 19.0.0.0.0 - Production 
Version 19.3.0.0.0 
 
SQL> select open_mode from v$database; 
 
OPEN_MODE 
-------------------- 
READ WRITE 

 
Let’s add an entry to the tnsnames.ora file: 
 

[oracle@rob01db01 admin]$ cd /u01/app/oracle/homes/OraDB19Home1/network/admin 
[oracle@rob01db01 admin]$ vi tnsnames.ora 
 
--add the following 
ORCL = 
  (DESCRIPTION = 
    (ADDRESS = (PROTOCOL = TCP)(HOST = rob01db01.robdomain)(PORT = 1521)) 
    (CONNECT_DATA = 
      (SERVER = DEDICATED) 
      (SERVICE_NAME = orcl.robdomain) 
    ) 
  ) 

 
Now test the connectivity: 
 

[oracle@rob01db01 admin]$ sqlplus sys/oracle@orcl as sysdba 
 
SQL*Plus: Release 19.0.0.0.0 - Production on Tue Nov 10 11:01:42 2020 
Version 19.3.0.0.0 
 
Copyright (c) 1982, 2019, Oracle.  All rights reserved. 
 
 
Connected to: 
Oracle Database 19c Enterprise Edition Release 19.0.0.0.0 - Production 
Version 19.3.0.0.0 
 
SQL> exit 
Disconnected from Oracle Database 19c Enterprise Edition Release 19.0.0.0.0 - Production 
Version 19.3.0.0.0 

 
So at this stage I have 2 empty container databases up and running: prod and orcl 
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3.3. Configure a Container Database: local versus shared UNDO 

In Oracle12cR1 you could only have shared undo but as of 12cR2 every PDB can have it’s own local UNDO tablespace, 
which allows for a lot more flexibillity in terms of backup and recovery and Flashback Database. Therefore, the 
recommended option is Local Undo, which you can set at creation time. However, if you need to change the UNDO from 
local to shared or vice versa, you can proceed as follows: 
 
To change from Local to Shared UNDO: 
 

COLUMN property_name FORMAT A30 
COLUMN property_value FORMAT A30 
 
SELECT property_name, property_value 
FROM   database_properties 
WHERE  property_name = 'LOCAL_UNDO_ENABLED'; 
 
PROPERTY_NAME                  PROPERTY_VALUE 
------------------------------ ------------------------------ 
LOCAL_UNDO_ENABLED             TRUE 

 
Now change to SHARED_UNDO 
 

CONN / AS SYSDBA 
 
SHUTDOWN IMMEDIATE; 
STARTUP UPGRADE; 
 
ALTER DATABASE LOCAL UNDO OFF; 
 
SHUTDOWN IMMEDIATE; 
STARTUP; 

 
Check the UNDO again: 

SQL> @cdb_check_undo 
 
PROPERTY_NAME                  PROPERTY_VALUE 
------------------------------ ------------------------------ 
LOCAL_UNDO_ENABLED             FALSE 

 
To change from Shared to Local UNDO: 
 
Just the opposite of the above. Configure LOCAL UNDO ON. 
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4. Create and Manage Pluggable Databases 

4.1. Introduction 

There are many ways to create a Pluggable Database. See Diagram below: 
 

 
 
 
However, in this chapter I will just use the create PDB statement, using the DBCA as well as SQL*Plus. I will refer to the 
cloning and plugging in of databases in some later chapters of this lab.  
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4.2. Create a Pluggable Database using the DBCA 

You can use several tools, like the DBCA or Sqlplus, to create a Pluggable Database. In 12cR1 you can create 252 PDBs 
per instance and in 12cR2 you can create 4096 PDBs per instance. When you create a Pluggable Database from Scratch, 
the PDB$SEED database is used as a template to create the new PDB. 
 
Before I start, just one remark about PDB character sets and time zones: 
 
Support for different Character Sets in PDBs  
The ideal setting for the character set at the CDB level is AL32UTF8. This allows for maximum flexibility in terms of the 
PDB character set. 
 
PDB Support for different Time Zones 
You can have a different time zone at the PDB level. Note that when you change the time zone for a PDB, it does not 
actually change any data. 
 
 

[oracle@rob01db01 ~]$ . oraenv 
ORACLE_SID = [prod_db1] ? prod 
The Oracle base remains unchanged with value /u01/app/oracle 
[oracle@rob01db01 ~]$ dbca 
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If you log on, you can see that the PDB is already opened by the DBCA. Also, a service called pdb1 is created which you 
can connect to, using a tns alias. 
 

SQL> show pdbs     
 
    CON_ID CON_NAME                       OPEN MODE  RESTRICTED 
---------- ------------------------------ ---------- ---------- 
         2 PDB$SEED                       READ ONLY  NO 
         3 PDB1                           READ WRITE NO 

 
Create a tns entry for the PDB1 and test connectivity: 
 

[oracle@rob01db01 admin]$ vi /u01/app/oracle/homes/OraDB19Home1/network/admin/tnsnames.ora 
 
#pdbs inside PROD 
PDB1 = 
  (DESCRIPTION = 
    (ADDRESS = (PROTOCOL = TCP)(HOST = rob01db01.robdomain)(PORT = 1521)) 
    (CONNECT_DATA = 
      (SERVER = DEDICATED) 
      (SERVICE_NAME = pdb1.robdomain) 
    ) 
  ) 

 
Test the connection and also grant pdbdmin the local dba role, as this user only got minimal privileges from the dbca: 
 

[oracle@rob01db01 admin]$ sqlplus sys/oracle@pdb1 as sysdba 
 
SQL*Plus: Release 19.0.0.0.0 - Production on Tue Nov 10 15:59:34 2020 
Version 19.3.0.0.0 
 
Copyright (c) 1982, 2019, Oracle.  All rights reserved. 
 
 
Connected to: 
Oracle Database 19c Enterprise Edition Release 19.0.0.0.0 - Production 
Version 19.3.0.0.0 
 
SQL> grant dba to pdbadmin; 
 
Grant succeeded. 

 
4.3. Create a Pluggable Database via SQL Plus in parallel 

SQL> create pluggable database pdb2 admin user pdbadmin identified by pdbadmin roles = (DBA) parallel 4; 
; 
 
Pluggable database created. 
 
Elapsed: 00:00:07.39 
SQL> alter pluggable database pdb2 open; 
 
Pluggable database altered. 
 
SQL> alter pluggable database pdb2 save state; 
 
Pluggable database altered. 

So in this case you need to open the PDB, as it is left in the MOUNT state. Notice the ease of using OMF, which saves 
me from having to specificy the location of the datafiles. 
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4.4. Configure a Pluggable Database 

To enable local AWR and ADDM reports: 
 
ADDM does not work in a pluggable database (PDB) by default, because automatic AWR snapshots are disabled by 
default in a PDB. To use ADDM in a PDB, you must enable automatic AWR snapshots in the PDB by setting the 
AWR_PDB_AUTOFLUSH_ENABLED initialization parameter to TRUE and AWR snapshot interval greater than 0. This is 
only available as of version 19c. 
 
It is important to realize that an AWR and ADDM Report at the PDB level does not report about issues that relate to the 
CDB as a whole. So when doing a performance analysis, it is a good idea to review the reports at both the PDB and the 
CDB level. 
 
 

SQL> alter session set container = pdb1; 
 
SQL> show parameter awr_pdb 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
awr_pdb_autoflush_enabled            boolean     FALSE 
awr_pdb_max_parallel_slaves          integer     10 
 
SQL> alter system set awr_pdb_autoflush_enabled = true; 
 
System altered. 
 
SQL>  
col src_dbname format a15 
col snap_interval format a30 
select SRC_DBNAME ,SNAP_INTERVAL from DBA_HIST_WR_CONTROL; 
 
SRC_DBNAME      SNAP_INTERVAL 
--------------- ------------------------------ 
PDB1            +40150 00:01:00.0 
CDB$ROOT        +00000 01:00:00.0 
 
--this output means that the snap interval is basically disabled for PDB1. Change it to 1 hour: 
SQL> EXEC dbms_workload_repository.modify_snapshot_settings(interval=>60); 
 
PL/SQL procedure successfully completed. 
 
SQL> select SRC_DBNAME ,SNAP_INTERVAL from DBA_HIST_WR_CONTROL; 
 
SRC_DBNAME      SNAP_INTERVAL 
--------------- ------------------------------ 
PDB1            +00000 01:00:00.0 
CDB$ROOT        +00000 01:00:00.0 

 
 
 
To disable AWR and ADDM again at the PDB level, proceed as follows: 
 

SQL> ALTER SYSTEM SET AWR_PDB_AUTOFLUSH_ENABLED=FALSE; 
 
SQL> EXEC dbms_workload_repository.modify_snapshot_settings(interval=>0); 
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4.5. Stop and start a Pluggable database 

SQL> alter pluggable database pdb10 close immediate; 
 
Pluggable database altered. 

 
4.6. Drop a Pluggable Database 

SQL> drop pluggable database pdb10 including datafiles; 
 
Pluggable database dropped. 
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5. Create and Manage Application Containers  

5.1. Application Containers Architecture 

Oracle 12.2 introduces the concept of application containers, which act like a mini-root container. They can be used to 
centralize shared configuration and applications, which are used by their dependent application PDBs. 

 

 

 

5.2. Create the application root 

SQL> create pluggable database myapp_root as application container admin user pdbadmin identified by pdbadmin 
roles = (DBA); 
 
Pluggable database created. 
 
SQL> alter pluggable database myapp_root open; 
 
Pluggable database altered. 
 
SQL> alter pluggable database myapp_root save state; 
 
Pluggable database altered. 
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5.3. Create the application container 

You need to be connected to the application root in order to create the application pdb: 
 

SQL> alter session set container = myapp_root; 
 
Session altered. 
 
SQL> create pluggable database myapp_one admin user pdbadmin identified by pdbadmin roles = (DBA);       
 
Pluggable database created. 
 
SQL> alter pluggable database myapp_one open; 
 
Pluggable database altered. 
 
SQL> alter pluggable database myapp_one save state; 

 

5.4. Create an application in the application root 

Connect to the application container and issue the following: 
 

SQL> alter session set container = myapp_root; 
 
SQL> alter pluggable database application myapp begin install '1.0'; 
 
Pluggable database altered. 
 
SQL> create tablespace myapp_data datafile size 10M autoextend on maxsize 500M; 
 
Tablespace created. 
 
SQL> create user myapp_owner identified by myapp_owner default tablespace myapp_data container=all; 
--this is a common user at the application root level 
User created. 
 
SQL> grant create session, create table to myapp_owner; 
 
SQL> alter user myapp_owner quota unlimited on myapp_data; 
 
SQL> create table myapp_owner.myapp_table sharing=metadata (n number primary key); 
 
SQL> create table myapp_owner.myapp_static sharing=data (n number primary key, s varchar2(20)); 
 
SQL> insert into myapp_owner.myapp_static values (1,'ONE'); 
 
SQL> insert into myapp_owner.myapp_static values (2,'TWO'); 
 
SQL> insert into myapp_owner.myapp_table values (1); 
 
SQL> commit; 
 
SQL> alter pluggable database application myapp end install '1.0'; 
 
Pluggable database altered. 

 
So this application is now created in the application root. In order to ship it to the application container, I need to connect 
to that application container and synchronize it with the application root. 
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5.5. Synchronize an application container 

SQL> alter session set container=myapp_one; 
 
Session altered. 
 
SQL> alter pluggable database application myapp sync; 
 
Pluggable database altered. 
 
SQL> show user 
USER is "SYS" 
 
SQL> show con_name        
 
CON_NAME 
------------------------------ 
MYAPP_ONE 
 
SQL> select * from myapp_owner.myapp_static;  
 
         N S 
---------- -------------------- 
         1 ONE 
         2 TWO 

 
 
 
5.6. Create an application seed 

An application root container can optionally have an application seed database, allowing you to have a preconfigured 
seed for creation of new application containers. An application seed can be created from the CDB seed, an existing 
application container or an application root container. In this example I will create a new application seed from the 
application container. 
 
To create an application seed from an existing application pdb (the easiest way): 
 

SQL> alter session set container = myapp_root; 
 
SQL> show con_name 
 
CON_NAME 
------------------------------ 
MYAPP_ROOT 
 
SQL> create pluggable database as seed from myapp_one; 
 
Pluggable database created. 
 
SQL> alter pluggable database myapp_root$SEED open read only; 
alter pluggable database myapp_root$SEED open read only 
* 
ERROR at line 1: 
ORA-65085: cannot open pluggable database in read-only mode 
 
Pluggable database altered. 

 
So, after creation I first need to open the application seed in Read Write mode, and close it again and only then can I 
open it in read only mode. 
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SQL> alter pluggable database myapp_root$SEED open; 
 
Pluggable database altered. 
 
SQL> alter pluggable database myapp_root$SEED close immediate; 
 
Pluggable database altered. 
 
SQL> alter pluggable database myapp_root$SEED open read only; 
 
Pluggable database altered. 

 
I am still logged on to the root container. Let’s see what application containers I have now: 
 
Now I will create a second application container using the application seed. The application seed is used by default if you 
are connected to the application root when you create a new pluggable database: 
 

SQL> create pluggable database myapp_two admin user pdbadmin identified by pdbadmin roles = (DBA); 
 
Pluggable database created. 
 
SQL> alter pluggable database myapp_two open read write; 
 
Pluggable database altered. 
 
SQL> alter pluggable database myapp_two save state; 
 
Pluggable database altered. 
 
SQL> alter session set container = myapp_two; 
 
Session altered. 
 
--you can see that the application objects are already present in this new application container. 
 
SQL> select * from myapp_owner.myapp_static;  
 
         N S 
---------- -------------------- 
         1 ONE 
         2 TWO  
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5.7. Upgrade the application 

Connect to the application root and check out the current version: 
 

SQL> alter session set containar=myapp_root; 
 
SQL> select app_name, app_version from dba_app_versions where app_name = 'MYAPP'; 
 
APP_NAME                                 APP_VERSION 
---------------------------------------- ------------------------------ 
MYAPP                                    1.0 

 
 

Perform the upgrade: 
 

SQL> ALTER PLUGGABLE DATABASE APPLICATION myapp BEGIN UPGRADE '1.0' TO '1.1'; 
 
Pluggable database altered. 
 
 
SQL> create table myapp_owner.robs_update (kol1 varchar2(10)); 
 
Table created. 
 
SQL> ALTER PLUGGABLE DATABASE APPLICATION myapp end upgrade; 
 
Pluggable database altered. 
 
SQL> select app_name, app_version from dba_app_versions; 
 
APP_NAME                                 APP_VERSION 
---------------------------------------- ------------------------------ 
APP$AF7FD61EEFBB6141E0533800A8C05EB8     1.0 
MYAPP                                    1.0 
MYAPP                                    1.1 

 
 
We need to synchronize the changes, in the application seed and in the application pdbs: 
 

SQL> alter pluggable database myapp_root$SEED close immediate; 
 
SQL> alter pluggable database myapp_root$SEED open read write; 
 
SQL> alter session set container=myapp_root$SEED; 
 
Session altered. 
 
SQL> select app_name, app_version from dba_app_versions; 
 
APP_NAME                                 APP_VERSION 
---------------------------------------- ------------------------------ 
MYAPP                                    1.0 
 
SQL> select table_name from dba_tables where owner = 'MYAPP_OWNER'; 
 
TABLE_NAME 
-------------------- 
MYAPP_TABLE 
MYAPP_STATIC 
 
SQL> ALTER PLUGGABLE DATABASE APPLICATION myapp SYNC; 
 
Pluggable database altered. 



=== Hands On Lab : Multitenant === 
 

 

 33 

SQL> select app_name, app_version from dba_app_versions where app_name = 'MYAPP'; 
 
APP_NAME                                 APP_VERSION 
---------------------------------------- ------------------------------ 
MYAPP                                    1.0 
MYAPP                                    1.1 
 
SQL> select table_name from dba_tables where owner = 'MYAPP_OWNER'; 
 
TABLE_NAME 
-------------------- 
MYAPP_TABLE 
MYAPP_STATIC 
ROBS_UPDATE 
 
SQL> alter session set container=myapp_root; 
 
Session altered. 
 
SQL> alter pluggable database myapp_root$SEED close immediate; 
 
Pluggable database altered. 
 
SQL> alter pluggable database myapp_root$SEED open read only; 
 
Pluggable database altered. 

 
Now also sync the application containers myapp_one and myapp_two: 
 

SQL> alter session set container=myapp_one; 
 
Session altered. 
 
SQL> ALTER PLUGGABLE DATABASE APPLICATION myapp SYNC; 
 
Pluggable database altered. 
 
SQL> alter session set container=myapp_two; 
 
Session altered. 
 
SQL> ALTER PLUGGABLE DATABASE APPLICATION myapp SYNC; 
 
Pluggable database altered. 

 
 
Additional remarks:  

• When you close the application root, the application pdbs are automatically closed as well 
• You can only drop the application root, after all the application pdb’s are dropped: 
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5.8. Using Container Maps  

https://blog.toadworld.com/2017/05/24/oracle-database-12cr2-new-feature-container-maps 
 
In Oracle Database version 12.1.0.2 Oracle introduced the “CONTAINERS” clause, a very useful clause that can be used 
to execute queries across several Pluggable Databases.  You can filter which PDB you want to get the data from by the 
CON_ID column. The downside of using the “CONTAINERS” clause is that you have to hard code the value of the 
CON_ID column. If the CON_ID changes because of a PDB unplug and a PDB plugin, you would be getting data from a 
wrong PDB; or if you remove the PDB, your queries will simply fail.  
 
In 12.2.0.1, “Container Maps” were introduced in Oracle 12.2.0.1.0. In container maps the PDB name is used instead of 
the CON_ID when using the CONTAINERS clause and accessing the partitioned data. Unfortunately, at present, 
“Container Maps” are not available to use with normal Pluggable Databases. “Container Maps” can be used only with 
Application Containers (Application Root + Application PDBs).   
 
The illustration below shows how “Container Maps” works. In it, you see an end user executing a query and filtering the 
data by country=’GUATEMALA’. Internally, Oracle uses Application PDBs as partitions, where each Application PDB 
represents the data of a specific region (North, Central, South). After determining in which “partition” (Application PDB) all 
the files with the country=’GUATEMALA’ are located , Oracle then proceeds to query the table which is stored in that 
specific “Application PDB” –in this case, the Application PDB named “CENTRAL”. Of course, the table can also be 
partitioned as always, using all the enhancements in Oracle partitioning up to version 12.2.0.1.0. 
 

 
 
In this example I will create a container map for the application containers myapp_one and myapp_two.  

https://blog.toadworld.com/2017/05/24/oracle-database-12cr2-new-feature-container-maps
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Step 1: Create the Container Map 

A container map is a simple table that has the information on which “partitions” (Application PDBs) are used and which 
column is used to address the data; in this case the column “country”. The type of partitioning used here is “BY LIST”. 
Note that the name of the “partitions” matches exactly with the name of the “Application PDBs”. 
 
Connect to the application root and create the table: 
 

SQL> alter session set container=myapp_root; 
 
Session altered. 
 
SQL>  
CREATE TABLE myapp_owner.containermap ( 
country VARCHAR2(30) NOT NULL) 
PARTITION BY LIST (country) ( 
PARTITION myapp_one VALUES ('CANADA','USA'), 
PARTITION myapp_two VALUES ('ARGENTINA','BRAZIL')); 
 
Table created. 

 
Now set the application container to use this containermap: 
 

SQL> ALTER PLUGGABLE DATABASE SET CONTAINER_MAP='MYAPP_OWNER.CONTAINERMAP';  
 
Pluggable database altered. 

 
 
Step 2: Upgrade the application with this object 
 

SQL> ALTER PLUGGABLE DATABASE APPLICATION myapp BEGIN UPGRADE '1.2' TO '1.3'; 
 
Pluggable database altered. 
 
SQL>CREATE TABLE myapp_owner.revenue SHARING=METADATA (country VARCHAR2(30), revenue number);   
 
--Remark: the Sharing=METADATA is optional. This means that only the metadata is shared between the different  
--application PDB’s. The actual data is stored in each PDB seperately and not shared. 
 
SQL> ALTER TABLE myapp_owner.revenue ENABLE CONTAINER_MAP; 
 
Table altered. 
 
SQL> ALTER TABLE myapp_owner.revenue ENABLE CONTAINERS_DEFAULT; 
 
Table altered. 
 
SQL> ALTER PLUGGABLE DATABASE APPLICATION myapp END UPGRADE; 
 
Pluggable database altered. 
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We can double check whether the tables where the data will be stored are enabled to use Container Maps by querying 
the view DBA_TABLES and its new column “CONTAINER_MAP” 
 

SQL> select containers_default, container_map, table_name from dba_tables where owner = 'MYAPP_OWNER'; 
 
CON CON TABLE_NAME 
--- --- -------------------- 
NO  NO  MYAPP_TABLE 
NO  NO  MYAPP_STATIC 
NO  NO  ROBS_UPDATE 
YES YES REVENUE 
NO  NO  CONTAINERMAP 

 
Step 3: Synchronize the PDB’s and add some data 
 

SQL> alter session set container=myapp_one; 
 
SQL> ALTER PLUGGABLE DATABASE APPLICATION myapp sync; 
 
Pluggable database altered. 
 
SQL> insert into myapp_owner.revenue values ('CANADA',1000); 
 
SQL> insert into myapp_owner.revenue values ('USA',2000); 
 
SQL> commit; 
 
SQL> select * from myapp_owner.revenue; 
 
COUNTRY                           REVENUE 
------------------------------ ---------- 
CANADA                               1000 
USA                                  2000 

 
 

SQL> alter session set container=myapp_two; 
 
SQL> ALTER PLUGGABLE DATABASE APPLICATION myapp sync; 
 
Pluggable database altered. 
 
SQL> insert into myapp_owner.revenue values ('ARGENTINA',5000); 
 
SQL> insert into myapp_owner.revenue values ('BRAZIL',6000); 
 
SQL> commit; 
 
SQL> select * from myapp_owner.revenue; 
 
COUNTRY                           REVENUE 
------------------------------ ---------- 
ARGENTINA                            5000 
BRAZIL                               6000 
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Step 4: Using PDBs as partitions 

Connect to the “Application Root” and from there execute two queries. You can see that the SELECT statements don’t 
have any filter with the column CON_ID nor the Application PDB name. We are just getting data from a simple table 
(myapp_owner.REVENUE), but the SELECT statement understands that Container Map is enabled, it will ask in which 
“partition” (Application PDB) the value “CANADA” is stored and then it will query the table myapp_owner.REVENUE” in 
that specific Application PDB. 
 

SQL> alter session set container=myapp_root; 
 
Session altered. 
 
SQL> select country, revenue from myapp_owner.revenue where country='CANADA'; 
 
COUNTRY                           REVENUE 
------------------------------ ---------- 
CANDADA                            1000 

 
In the second query I will omit the where clause and the query will return the data from all “partitions”: 
 

SQL> select country, revenue from myapp_owner.revenue; 
 
COUNTRY                           REVENUE 
------------------------------ ---------- 
CANADA                               1000 
USA                                  2000 
ARGENTINA                            5000 
BRAZIL                               6000 
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6. Cloning Pluggable Databases 

6.1. Local Clone a PDB 

You can clone a PDB locally via the DBCA or also manually.  This is an online operation.  
 

SQL> create pluggable database pdb3 from pdb1; 
 
Pluggable database created. 
 
SQL> alter pluggable database pdb3 open;   
 
Pluggable database altered. 
 
SQL> alter pluggable database pdb3 save state; 
 
Pluggable database altered. 

Remark: If you use OMF, you do not need to use the file_name_convert option: 
 
 
6.2. Remote Clone a PDB 

You can clone a PDB remotely via the DBCA or also manually.  This is an online operation, provided the database runs in 
local UNDO_MODE and archive log mode. I this example I will clone pdb1 in cdb prod to pdb1clone in cdb orcl 
 
Step 1: in the source cdb: create a common user with the correct privileges 

[oracle@rob01db01 admin]$ sqlplus sys/oracle@prod as sysdba 
 
SQL> create user c##remote_clone_user identified by remote_clone_user container=all; 
 
SQL> grant create session, create pluggable database to c##remote_clone_user container=all; 

 
Step 2: in the target cdb: create a database link and clone the database 

[oracle@rob01db01 admin]$ sqlplus sys/oracle@orcl as sysdba 
 
SQL> create database link clone_link connect to c##remote_clone_user identified by remote_clone_user using 
'prod'; 
 
Database link created. 
 
SQL> create pluggable database pdb1clone from pdb1@clone_link; 
 
Pluggable database created. 
 
SQL> show pdbs 
 
    CON_ID CON_NAME                       OPEN MODE  RESTRICTED 
---------- ------------------------------ ---------- ---------- 
         2 PDB$SEED                       READ ONLY  NO 
         3 PDB1CLONE                      MOUNTED 
SQL> alter pluggable database pdb1clone open; 
 
Pluggable database altered. 
 
SQL> alter pluggable database pdb1clone save state; 
 
Pluggable database altered. 
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6.3. Remote Clone a NON CDB to a PDB 

You can use the same procecure to remote clone a NON CDB to a PDB: 
 

 
 
You need to carry out the steps as listed below. I did not really perform this operation as I do not have a non CDB 
available at the moment on this Virtual Server. 
 
Step 1: in the source non cdb: create a user with the correct privileges 

[oracle@rob01db01 admin]$ sqlplus sys/oracle@db19c as sysdba 
 
SQL> create user non_cdb_remote_clone_user identified by remote_clone_user container=all; 
 
SQL> grant create session, create pluggable database to non_cdb_remote_clone_user; 

 
Step 2: in the target cdb: create a database link and clone the database 

[oracle@rob01db01 admin]$ sqlplus sys/oracle@orcl as sysdba 
 
SQL> create database link clone_link connect to non_cdb_remote_clone_user identified by 
non_cdb_remote_clone_user using 'prod'; 
 
Database link created. 
 
SQL> create pluggable database pdb1clone from NON$CDB@clone_link; 
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6.4. Relocate a PDB via a remote clone 

Relocating a clone is almost the same as creating a remote clone. You only need to add the clause RELOCATE to it.  
In this exercise I will relocate pdb1clone from the orcl container database to the prod container database. 
 
Step 1: in the source orcl: create a common user with the correct privileges 

[oracle@rob01db01 admin]$ sqlplus sys/oracle@orcl as sysdba 
 
SQL> create user c##remote_clone_user identified by remote_clone_user container=all; 
 
SQL> grant create session, create pluggable database to c##remote_clone_user container=all; 
 
SQL> show pdbs 
 
    CON_ID CON_NAME                       OPEN MODE  RESTRICTED 
---------- ------------------------------ ---------- ---------- 
         2 PDB$SEED                       READ ONLY  NO 
         3 PDB1CLONE                      READ WRITE NO 

 
Remark: in order to prevent the error message below, you also need to provide this user the sysoper role in the local 
PDB, so not at the root level, and also not the sysdba role, but the sysoper role: 
 
Error message: 
 

create pluggable database pdb3 from pdb1clone@clone_link relocate 
* 
ERROR at line 1: 
ORA-17628: Oracle error 1031 returned by remote Oracle server 
ORA-01031: insufficient privileges 

 
Solution: 
 

SQL> alter session set container=pdb1clone; 
 
Session altered. 
 
SQL> grant sysoper to c##remote_clone_user; 
 
Grant succeeded. 

 
 
Step 2: in the target cdb: create a database link and clone the database 

[oracle@rob01db01 admin]$ sqlplus sys/oracle@prod as sysdba 
 
SQL> create public database link clone_link connect to c##remote_clone_user identified by remote_clone_user 
using 'orcl'; 
 
Database link created. 
 
SQL> create pluggable database pdb3 from pdb1clone@clone_link relocate; 
 
Pluggable database created. 
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SQL> show pdbs 
 
    CON_ID CON_NAME                       OPEN MODE  RESTRICTED 
---------- ------------------------------ ---------- ---------- 
         2 PDB$SEED                       READ ONLY  NO 
         3 PDB1                           READ WRITE NO 
         4 PDB2                           READ WRITE NO 
         5 MYAPP_ROOT                     READ WRITE NO 
         6 MYAPP_ONE                      READ WRITE NO 
         7 MYAPP_ROOT$SEED                READ ONLY  NO 
         8 MYAPP_TWO                      READ WRITE NO 
        10 F3822707588_21_1               READ WRITE NO 
        11 F3822707588_21_2               READ WRITE NO 
        12 F3822707588_21_3               READ WRITE NO 
        13 PDB3                           MOUNTED 
 
SQL> set linesize 200 
SQL> select file_name from cdb_data_files where con_id = 13; 
 
FILE_NAME 
---------------------------------------------------------------------------------------------------- 
/u01/app/oracle/oradata/PROD/B3D7839237D17721E0533800A8C04FB2/datafile/o1_mf_system_htrcnn8o_.dbf 
/u01/app/oracle/oradata/PROD/B3D7839237D17721E0533800A8C04FB2/datafile/o1_mf_sysaux_htrcnn94_.dbf 
/u01/app/oracle/oradata/PROD/B3D7839237D17721E0533800A8C04FB2/datafile/o1_mf_undotbs1_htrcnn95_.dbf 
/u01/app/oracle/oradata/PROD/B3D7839237D17721E0533800A8C04FB2/datafile/o1_mf_users_htrcnn98_.dbf 

 
If you now look at the cdb where the pdb was originally located, you can see that it is gone: 
 

[oracle@rob01db01 admin]$ sqlplus sys/oracle@orcl as sysdba 
 
SQL> show pdbs 
 
    CON_ID CON_NAME                       OPEN MODE  RESTRICTED 
---------- ------------------------------ ---------- ---------- 
         2 PDB$SEED                       READ ONLY  NO 

 
 
6.5. Refreshable PDB Clone 

 
 
The refreshable PDB feature works by shipping and applying redo, and then synchronize a copy of the datafiles. 
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The prerequisites for a PDB refresh are similar to those of a hot remote clone. In addition to the prerequisites for hot 
remote cloning, you must also consider the following. 

• A refreshable PDB must be in a separate CDB to its source, so it must be a remote clone. 
• You can change a refreshable PDB to a non-refreshable PDB, but not vice versa. 
• The refresh mode can be manual or automatic. 
• If the source PDB is not available over a DB link, the archived redo logs can be read from a location specified by 

the optional REMOTE_RECOVERY_FILE_DEST parameter. 
• New datafiles added to the source PDB are automatically created on the destination PDB. The 

PDB_FILE_NAME_CONVERT parameter must be specified to allow the conversion to take place. 
 
In this example I will create a refreshable clone pdb1refresh in cdb orcl. The source database is pdb1 in cdb prod. 
 
Step 1: in the source cdb: create a common user with the correct privileges 

[oracle@rob01db01 admin]$ sqlplus sys/oracle@prod as sysdba 
 
SQL> create user c##remote_clone_user identified by remote_clone_user container=all; 
 
SQL> grant create session, create pluggable database to c##remote_clone_user container=all; 

 
Step 2: in the target cdb: create a database link and clone the database 

[oracle@rob01db01 admin]$ sqlplus sys/oracle@orcl as sysdba 
 
SQL> create database link clone_link connect to c##remote_clone_user identified by remote_clone_user using 
'prod'; 
 
Database link created. 
 
SQL> create pluggable database pdb1clone from pdb1@clone_link refresh mode manual; 
 
Pluggable database created. 
 
SQL> show pdbs 
 
    CON_ID CON_NAME                       OPEN MODE  RESTRICTED 
---------- ------------------------------ ---------- ---------- 
         2 PDB$SEED                       READ ONLY  NO 
         3 PDB1CLONE                      MOUNTED 
 
SQL> col pdb_name format a10 
SQL> select pdb_name, refresh_mode, refresh_interval from dba_pdbs; 
 
PDB_NAME   REFRES REFRESH_INTERVAL 
---------- ------ ---------------- 
PDB$SEED   NONE 
PDB1CLONE  MANUAL 

 
To manually refresh the PDB: 
 

SQL> alter session set container=pdb1clone; 
 
SQL> alter pluggable database close immediate; 
 
SQL> alter pluggable database refresh; 
 
SQL> alter pluggable database pdb1clone open read only;  
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You can also automatically refresh the PDB: 
 

SQL> alter pluggable database pdb1clone refresh mode every 60 minutes; 
 
Pluggable database altered. 
 
SQL> select pdb_name, refresh_mode, refresh_interval from dba_pdbs; 
 
PDB_NAME   REFRES REFRESH_INTERVAL 
---------- ------ ---------------- 
PDB$SEED   NONE 
PDB1CLONE  AUTO                 60 

 
You can also see all these activities in the alert log: 
 

2020-11-12T06:32:04.591811+00:00 
Applying media recovery for pdb-4099 from SCN 2574211 to SCN 2574228 
Remote log information: count-1 
thr-1, seq-14, logfile-/media/sf_Shared/PROD/foreign_archivelog/PDB1/2020_11_12/o1_mf_1_14_1988339980_.arc, los-
2517260, nxs-18446744073709551615 
PDB1CLONE(4):Media Recovery Start 
2020-11-12T06:32:04.593620+00:00 
PDB1CLONE(4):Serial Media Recovery started 
PDB1CLONE(4):max_pdb is 4 
2020-11-12T06:32:04.656080+00:00 
PDB1CLONE(4):Media Recovery Log 
/media/sf_Shared/PROD/foreign_archivelog/PDB1/2020_11_12/o1_mf_1_14_1988339980_.arc 
2020-11-12T06:32:06.825224+00:00 
PDB1CLONE(4):Incomplete Recovery applied until change 2574228 time 11/12/2020 06:32:01 
2020-11-12T06:32:06.828270+00:00 
PDB1CLONE(4):Media Recovery Complete (orcl) 
Completed: create pluggable database pdb1clone from pdb1@clone_link refresh mode manual 
2020-11-12T06:34:32.012713+00:00 
alter pluggable database pdb1clone refresh mode every 60 minutes 
Completed: alter pluggable database pdb1clone refresh mode every 60 minutes 
2020-11-12T06:34:32.124297+00:00 
PDB1CLONE(4):alter pluggable database refresh 
2020-11-12T06:34:34.316416+00:00 
Applying media recovery for pdb-4099 from SCN 2574228 to SCN 2574685 
Remote log information: count-1 
thr-1, seq-14, logfile-/media/sf_Shared/PROD/foreign_archivelog/PDB1/2020_11_12/o1_mf_1_14_1988339980_.arc, los-
2517260, nxs-18446744073709551615 
PDB1CLONE(4):Media Recovery Start 
2020-11-12T06:34:34.319189+00:00 
PDB1CLONE(4):Serial Media Recovery started 
PDB1CLONE(4):max_pdb is 4 
2020-11-12T06:34:34.397548+00:00 
PDB1CLONE(4):Media Recovery Log 
/media/sf_Shared/PROD/foreign_archivelog/PDB1/2020_11_12/o1_mf_1_14_1988339980_.arc 
2020-11-12T06:34:36.581268+00:00 
PDB1CLONE(4):Incomplete Recovery applied until change 2574685 time 11/12/2020 06:34:32 

 

! The automatic refresh process closes the clone every time it refreshes the clone and it does not open it again in read 
only mode automatically, so you won’t be able to access it read only.  The best way is to to create clones in R/W mode 
based on the clone that is being refreshed automatically.  
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Test the automatic Refresh 
 
I think the refresh will be done by an autotask. Testing this auto functionality. On the Primary: 

SQL> alter session set nls_date_format='DD-MON-YYYY HH24:MI:SS'; 
 
Session altered. 
 
SQL> select sysdate from dual; 
 
SYSDATE 
-------------------- 
12-NOV-2020 06:57:30 
SQL> alter session set container=pdb1; 
 
Session altered. 
 
SQL> create table robtest (kol1 number); 
 
Table created. 
 
SQL> insert into robtest values (10); 
 
1 row created. 
 
SQL> commit; 
 
Commit complete. 

 
 
After some time, check if the changes are shipped to the refreshable clone: 
 

[oracle@rob01db01 trace]$ sqlplus / as sysdba 
 
SQL*Plus: Release 19.0.0.0.0 - Production on Fri Nov 13 07:36:33 2020 
Version 19.3.0.0.0 
 
Copyright (c) 1982, 2019, Oracle.  All rights reserved. 
 
 
Connected to: 
Oracle Database 19c Enterprise Edition Release 19.0.0.0.0 - Production 
Version 19.3.0.0.0 
 
SQL> show pdbs 
 
    CON_ID CON_NAME                       OPEN MODE  RESTRICTED 
---------- ------------------------------ ---------- ---------- 
         2 PDB$SEED                       READ ONLY  NO 
         4 PDB1CLONE                      MOUNTED 
SQL> alter pluggable database pdb1clone open read only; 
 
Pluggable database altered. 
 
SQL> alter session set container=pdb1clone; 
 
Session altered. 
 
SQL> select * from robtest; 
 
      KOL1 
---------- 
        10  
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6.6. Refreshable PDB Switchover 

In this examples I have two databases running on the same virtual machine:  
• prod : The local CDB with source cdb pdb1 
• orcl : The remote CDB, with refreshable clone pdb1refresh 

 
You need to make sure that you have database links in each cdb referring to one another: 

--create the database link in cdb prod 
[oracle@rob01db01 trace]$ echo $ORACLE_SID 
prod 
[oracle@rob01db01 trace]$ sqlplus / as sysdba 
 
SQL> show con_name 
 
CON_NAME 
------------------------------ 
CDB$ROOT 
 
 
SQL> create database link refresh_link connect to c##remote_clone_user identified by remote_clone_user using 
'orcl'; 
 
Database link created. 

 

--create the database link in cdb orcl 
 
oracle@rob01db01 trace]$ echo $ORACLE_SID 
orcl 
[oracle@rob01db01 trace]$ sqlplus / as sysdba 
 
SQL> show con_name 
 
CON_NAME 
------------------------------ 
CDB$ROOT 
 
 
SQL> create database link refresh_link connect to c##remote_clone_user identified by remote_clone_user using 
'prod'; 
 
Database link created. 

First check the status of both databases prior to the switchover: 
 
On orcl: 

SQL> select pdb_name, status from cdb_pdbs where pdb_name like 'PDB2%'; 
 
PDB_NAME             STATUS 
-------------------- ---------- 
PDB2                 NORMAL 

 
On prod: 

SQL> select pdb_name, status from cdb_pdbs where pdb_name like 'PDB2%'; 
 
PDB_NAME             STATUS 
-------------------- ---------- 
PDB2_RO              REFRESHING 
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Now log on to the source database pdb2 and perform the switchover: 
 

SQL> alter pluggable database refresh mode every 2 minutes from pdb2_ro@link_prod switchover; 
 
SQL> ALTER PLUGGABLE DATABASE OPEN READ ONLY; 

 
 
6.7. Sparse PDB clones 

You can create a snapshot copy PDB by executing a CREATE PLUGGABLE DATABASE ... FROM ... SNAPSHOT 
COPY statement. The source PDB is specified in the FROM clause. 

A snapshot copy reduces the time required to create the clone because it does not include a complete copy of the source 
data files. Furthermore, the snapshot copy PDB occupies a fraction of the space of the source PDB. 

Storage clones are named and tagged using the GUID of the target PDB. To view clone tags for storage clones, query 
the DBA_PDB_HISTORY.CLONETAG column. 
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6.8. Sparse PDB Clones 

 
 
 



=== Hands On Lab : Multitenant === 
 

 

 48 

7. Plugging and Unplugging PDBs 
 
7.1. Introduction to Data File Locations 

 
 
Moving a PDB involves altering the file locations. The easiest approach is to work with Oracle Managed Files (OMF) and 
let Oracle generate the file paths and names, using the CDB name and PDB GUID. However, as an alternative, you can 
also use the FILE_NAME_CONVERT parameter. If the datafiles for the target database are already in place, you can 
specify NOCOPY, so that Oracle uses the files already present. And if the new location is different that the source location 
you can use the SOURCE_FILE_NAME CONVERT clause to map the files to the new location. 
 
Unlike other cloning operations, the plug-in operation does not need a source database up and running; only its datafiles 
and an XML parameter file must be available. This opens up new scenarios for provisioning, such as making the files 
available on various media for download. 
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7.2. Unplug and Plug In a PDB 

Step 1: Unplug the database from the source database 
 
I will unplug PDB pdb2 from cdb prod in order to plug it in cdb orcl  
 

SQL> select name from v$database; 
 
NAME 
--------- 
PROD 
 
SQL> alter pluggable database pdb2 close immediate; 
 
Pluggable database altered. 
 
SQL> alter pluggable database pdb2 unplug into '/home/oracle/pdb2.xml'; 
 
Pluggable database altered. 
 
SQL> col pdb_name format a10 
SQL> select pdb_name, status from dba_pdbs where pdb_name = 'PDB2'; 
 
PDB_NAME   STATUS 
---------- ---------- 
PDB2       UNPLUGGED 

 
After this command has completed, the unplugged database pdb2 consists of its datafiles, which are still in place as they 
were, along with a new XML file that describes the database: version, DBID, tablespaces, datafiles, installed options and 
database parameters at the PDB level. 
 

 
Snippet of the pdb2.xml XML file 
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Step 2 Check the Compatibility 
 
Run the procedure below in the target CDB root. If the output is YES, then the PDB is compatible, and you can continue 
with the next step. If the output is NO, then the PDB is not compatible: check the PDB_PLUG_IN_VIOLATIONS view to 
see why it is not compatible. 
 

SQL> select name from v$database; 
 
NAME 
--------- 
ORCL 
 
SQL> show con_name 
 
CON_NAME 
------------------------------ 
CDB$ROOT 
 
 
SQL> !cat check_compatibility.sql 
SET SERVEROUTPUT ON 
DECLARE 
  compatible CONSTANT VARCHAR2(3) :=  
    CASE DBMS_PDB.CHECK_PLUG_COMPATIBILITY( 
           pdb_descr_file => '/home/oracle/pdb2.xml', 
           pdb_name       => 'PDB2') 
    WHEN TRUE THEN 'YES' 
    ELSE 'NO' 
END; 
BEGIN 
  DBMS_OUTPUT.PUT_LINE(compatible); 
END; 
/ 
 
 
SQL> @check_compatibility.sql 
YES 
 
PL/SQL procedure successfully completed. 

 
 
Step 3 Copy the datafiles 
 
The source database prod has it’s datafiles all in the location /u01/app/oracle/oradata/PROD/* 
 

SQL> show parameter db_create_file_dest 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
db_create_file_dest                  string      /u01/app/oracle/oradata 

 
The target database orcl has it’s datafiles all in the location /home/oracle/oradata/ORCL/* 
 

SQL> show parameter db_create 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
db_create_file_dest                  string      /home/oracle/oradata 

 
So I need to copy the datafiles from the one location to the other location. 
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Find out the location on the source database: 
 

SQL> show pdbs 
 
    CON_ID CON_NAME                       OPEN MODE  RESTRICTED 
---------- ------------------------------ ---------- ---------- 
         2 PDB$SEED                       READ ONLY  NO 
         3 PDB1                           MOUNTED 
         4 PDB2                           MOUNTED 
 
SQL> col name format a120 
SQL> select name from v$datafile where con_id = 4 order by 1; 
 
NAME 
---------------------------------------------------------------------------------------------------------- 
/u01/app/oracle/oradata/PROD/B3C3CEDFA6426830E0533800A8C05F5D/datafile/o1_mf_sysaux_htogdztx_.dbf 
/u01/app/oracle/oradata/PROD/B3C3CEDFA6426830E0533800A8C05F5D/datafile/o1_mf_system_htogdztg_.dbf 
/u01/app/oracle/oradata/PROD/B3C3CEDFA6426830E0533800A8C05F5D/datafile/o1_mf_undotbs1_htogdzty_.dbf 
 
SQL> select name from v$tempfile where con_id = 4 order by 1; 
 
NAME 
----------------------------------------------------------------------------------------------------------- 
/u01/app/oracle/oradata/PROD/B3C3CEDFA6426830E0533800A8C05F5D/datafile/o1_mf_temp_htogdztz_.dbf 
 

 
Navigate to the source datafile location and then copy the files to the target datafile location: 
 

[oracle@rob01db01 datafile]$ pwd 
/u01/app/oracle/oradata/PROD/B3C3CEDFA6426830E0533800A8C05F5D/datafile 
 
[oracle@rob01db01 datafile]$ ls * 
o1_mf_sysaux_htogdztx_.dbf  o1_mf_system_htogdztg_.dbf  o1_mf_temp_htogdztz_.dbf  o1_mf_undotbs1_htogdzty_.dbf 
 
[oracle@rob01db01 datafile]$ mkdir -p /home/oracle/oradata/pdb2/datafile 
 
[oracle@rob01db01 datafile]$ cp * /home/oracle/oradata/pdb2/datafile 
 
[oracle@rob01db01 datafile]$ ls -ltr /home/oracle/oradata/pdb2/datafile 
total 879652 
-rw-r----- 1 oracle oinstall 367009792 Nov 17 18:42 o1_mf_sysaux_htogdztx_.dbf 
-rw-r----- 1 oracle oinstall 293609472 Nov 17 18:42 o1_mf_system_htogdztg_.dbf 
-rw-r----- 1 oracle oinstall 135274496 Nov 17 18:42 o1_mf_temp_htogdztz_.dbf 
-rw-r----- 1 oracle oinstall 104865792 Nov 17 18:42 o1_mf_undotbs1_htogdzty_.dbf 
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Step 4 Plug in the PDB in the new CDB 
 
Connect to the root container of the target database and issue the following statement: 

SQL> select name from v$database; 
 
NAME 
--------- 
ORCL 
 
SQL> show pdbs 
 
    CON_ID CON_NAME                       OPEN MODE  RESTRICTED 
---------- ------------------------------ ---------- ---------- 
         2 PDB$SEED                       READ ONLY  NO 
         3 PDB5                           READ WRITE NO 
         4 PDB1CLONE                      MOUNTED 
 
SQL> set timing on 
SQL> create pluggable database pdb2 using '/home/oracle/pdb2.xml'  
source_file_name_convert=('/u01/app/oracle/oradata/PROD/B3C3CEDFA6426830E0533800A8C05F5D','/home/oracle/oradata/
orcl/pdb2') nocopy tempfile reuse; 
 
Pluggable database created. 
 
Elapsed: 00:00:02.09 
 
SQL> alter pluggable database pdb2 open read write; 
 
Pluggable database altered. 
 
SQL> alter pluggable database pdb2 save state; 
 
Pluggable database altered. 
 
SQL> show pdbs 
 
    CON_ID CON_NAME                       OPEN MODE  RESTRICTED 
---------- ------------------------------ ---------- ---------- 
         2 PDB$SEED                       READ ONLY  NO 
         3 PDB5                           READ WRITE NO 
         4 PDB1CLONE                      MOUNTED 
         5 PDB2                           READ WRITE NO 

 
 
Step 5 Remove the PDB from the old PDB 
Even after the PDB is unplugged from the source it still remains part of the source database. This also means that it will 
still be part of any RMAN backups. Therefore, we need to drop the PDB from the source cdb at the end: 
 

SQL> select name from v$database; 
 
NAME 
--------- 
PROD 
 
SQL> drop pluggable database pdb2 including datafiles; 
 
Pluggable database dropped. 

 
Remark: the default is to keep the datafiles, but in this case I also want to remove the datafiles.  
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7.3. Unplug and Plug in a PDB using an Archive file 

A PDB archive file is a compressed file containing the XML parameter file and it’s data files as well as any other 
necessary auxiliary files (like a wallet). This is really just a convenience option, because it is easier to copy one 
compressed file than multiple files. 
 
The basic syntax is identical to that used to unplug to a XML file, with the only difference being the specified extension of 
the target file, using .pdb in stead of .xml : 
 

SQL> alter pluggable database pdb1 unplug into '/home/oracle/pdb1.pdb'; 
 
Pluggable database altered. 

 
If I now look into the generated zip file you can see the following: 
 

[oracle@rob01db01 datafile]$ cd /home/oracle 
[oracle@rob01db01 ~]$ ls -ltr pdb1.pdb 
-rw-r--r-- 1 oracle oinstall 132875405 Nov 18 08:31 pdb1.pdb 
[oracle@rob01db01 ~]$ unzip -t pdb1.pdb 
Archive:  pdb1.pdb 
    testing: o1_mf_system_htofnh9d_.dbf   OK 
    testing: o1_mf_sysaux_htofnhb4_.dbf   OK 
    testing: o1_mf_undotbs1_htofnhb6_.dbf   OK 
    testing: o1_mf_users_htofo4qk_.dbf   OK 
    testing: /home/oracle/pdb1.xml    OK 
No errors detected in compressed data of pdb1.pdb. 

 
Note that the XML file inside the archive still refers to the same paths for the PDB on the source, so it is the same result 
that we would get from unplugging into XML. However, these paths are ignored. Instead, Oracle unpacks all the datafiles 
to the directory where the PDB archive is located. This is only a temporary location. Oracle then moves the files to the 
proper place: 
 

SQL> create pluggable database pdb99 using '/home/oracle/pdb1.pdb'; 
 
Pluggable database created. 
 
SQL> alter pluggable database pdb99 open; 
 
Pluggable database altered. 
 
SQL> alter session set container=pdb99; 
 
SQL> select name from v$datafile; 
 
NAME 
-------------------------------------------------------------------------------- 
/home/oracle/oradata/ORCL/B3C3A0179EA76328E0533800A8C07BF7/datafile/o1_mf_system_hv9xl54g_.dbf 
/home/oracle/oradata/ORCL/B3C3A0179EA76328E0533800A8C07BF7/datafile/o1_mf_sysaux_hv9xl54t_.dbf 
/home/oracle/oradata/ORCL/B3C3A0179EA76328E0533800A8C07BF7/datafile/o1_mf_undotbs1_hv9xl54v_.dbf 
/home/oracle/oradata/ORCL/B3C3A0179EA76328E0533800A8C07BF7/datafile/o1_mf_users_hv9xl54x_.dbf 
 
SQL> select name from v$tempfile;   
 
NAME 
-------------------------------------------------------------------------------- 
/home/oracle/oradata/ORCL/B3C3A0179EA76328E0533800A8C07BF7/datafile/o1_mf_temp_hv9xl54w_.dbf 
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7.4. Unplug and Plug in a PDB as a Clone 

The procedure to plug in a database as a copy is basically the same as the regular procedure. But you need to make sure 
to add the “as copy” clause. In normal circumstances, when you plug in a database, this will only change the CON_UID, 
but the DBID and GUID values are the same. However, if you create a copy on the same system, these identifiers will 
then throw in the error: ORA-061522: Pluggable database GUID conflicts with the same GUID of an existing container. 
 
The AS CLONE prompts Oracle to generate new identifiers, thus allowing multiple copies of the same source PDB in the 
CDB. Let’s check it out. I will use the same archive file that was generated in the previous exercise, but I will now create 
the pluggable database back into the same CDB (prod). First without the copy clause, which will generate the error, and 
then with the error clause. 
 

SQL> select name from v$database; 
 
NAME 
--------- 
PROD 
 
SQL> create pluggable database pdb1clone as clone using '/home/oracle/pdb1.pdb'; 
 
Pluggable database created. 
 
SQL> select pdb_name, dbid, con_uid, guid from dba_pdbs where pdb_name in ('PDB1','PDB1CLONE');   
 
PDB_NAME         DBID    CON_UID GUID 
---------- ---------- ---------- -------------------------------- 
PDB1        2031657765 2031657765 B3C3A0179EA76328E0533800A8C07BF7 
PDB1CLONE   2847133123 2847133123 B46038D5C8F7446DE0533800A8C08A89 
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7.5. Plugging in a Non CDB Database 
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8. Miscellaneous PDB operations 

8.1. Creating a PDB as a Proxy PDB 

A proxy PDB can provide a local connection point that references a remote PDB. There are a few situations where this 
might be of interest to you. 

• You want to relocate a PDB to a different machine or data centre, without having to change any of the existing 
connection details. In this case you can relocate the PDB and create a proxy PDB of the same name in the original 
location. 

• You want to run a PDB in the cloud, but you don't want to open access to multiple applications, having each of 
them connecting directly. Instead you make all your applications connect to the local PDB, which in turn connects 
to the referenced PDB, so there is only a single route in and out of the cloud PDB. 

• You want to share a single application root container between multiple databases. 
 
 
Here are a few things to consider. 

• DML and DDL is sent to the referenced PDB for execution and the results returned. 
• When connected to the proxy PDB, ALTER DATABASE and ALTER PLUGGABLE DATABASE commands refer to the proxy 

only, they are not passed to the referenced PDB. 
• In the same way, when connected to the root container, ALTER PLUGGABLE DATABASE commands refer to the proxy 

only. 
• A database link is used for the initial creation of the proxy PDB, but all subsequent communication between the 

servers doesn't use the DB link, so it can be removed once the creation is complete. 
• The database link used to create a proxy PDB must be created in the root container of the local instance but can 

point to a common user in the referenced CDB root container, or a common or local user in the referenced PDB 
itself. 

• The SYSTEM, SYSAUX, TEMP and UNDO tablespaces are copied to the local instance and kept synchronized. As a 
result, you still need to consider file name conversion like a normal clone, unless you are using Oracle Managed 
Files (OMF). 

• There will be performance implications due to all the network traffic. This won't magically make remote data 
transfer faster. 

In this example, I will create a proxy pdb in cdb prod for pdb5 in the remote cdb orcl. 
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Step 1: In the remote cdb orcl:  Log on to the remote cdb and examine the pdbs: 

[oracle@rob01db01 trace]$ sqlplus sys/oracle@orcl as sysdba 
 
SQL*Plus: Release 19.0.0.0.0 - Production on Sun Nov 15 11:30:28 2020 
Version 19.3.0.0.0 
 
Copyright (c) 1982, 2019, Oracle.  All rights reserved. 
 
 
Connected to: 
Oracle Database 19c Enterprise Edition Release 19.0.0.0.0 - Production 
Version 19.3.0.0.0 
 
SQL> show pdbs 
 
    CON_ID CON_NAME                       OPEN MODE  RESTRICTED 
---------- ------------------------------ ---------- ---------- 
         2 PDB$SEED                       READ ONLY  NO 
         3 PDB5                           READ WRITE NO 
         4 PDB1CLONE                      MOUNTED 

 
Step 2: In the remote cdb orcl: create a user for the remote database link 
 

SQL> create user c##remote_proxy identified by remote_proxy container=all; 
 
User created. 
 
SQL> grant create session, create pluggable database to c##remote_proxy container=all; 
 
Grant succeeded. 

 
Step 3: In the local cdb prod: create a database link to the remote cdb 
This link can be removed after the proxy is created. It is just used to create the proxy: 
 

SQL> create database link proxy_link connect to c##remote_proxy identified by remote_proxy using 'orcl'; 
 
Database link created. 

 
Step 4: In the local cdb prod: create the proxy pdb 
 

SQL> create pluggable database pdb5_proxy as proxy from pdb5@proxy_link; 
 
Pluggable database created. 
 
SQL> alter pluggable database pdb5_proxy open read write; 
 
Pluggable database altered. 
 
SQL> alter pluggable database pdb5_proxy save state; 
 
Pluggable database altered. 
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SQL> col pdb_name format a30 
SQL> select pdb_name, is_proxy_pdb, status from dba_pdbs; 
 
PDB_NAME                       IS_ STATUS 
------------------------------ --- ---------- 
PDB1                           NO  NORMAL 
PDB$SEED                       NO  NORMAL 
PDB2                           NO  NORMAL 
MYAPP_ROOT                     NO  NORMAL 
MYAPP_ONE                      NO  NORMAL 
MYAPP_ROOT$SEED                NO  NORMAL 
MYAPP_TWO                      NO  NORMAL 
PDB3                           NO  NORMAL 
PDB5_PROXY                     YES NORMAL 
 
9 rows selected. 

 
 
Step 5: In the local cdb prod: drop the database link 
This link was only used to create the proxy pdb: 
 

SQL> drop database link proxy_link; 
 
Database link dropped. 
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8.2. Snapshot Carousel PDB 

 
Introduction 

Oracle 12.2 enhanced the unplug/plugin functionality to allow the creation of PDB archive files, which are a zipped copy of 
the PDB datafiles along with the PDB description XML file. 

In Oracle 18c a PDB snapshot is effectively just a PDB archive file, as described above, but the database remains available 
during their creation. A PDB snapshot is therefore a point-in-time copy of a PDB, which can be used for recovery 
purposes, or to produce new PDBs based on that specific point in time. These snapshots can be created manually or 
automatically. The resulting archive files are placed in the same location as the PDB datafiles, or if Oracle Managed Files 
(OMF) is used, they are placed in the location specified by the DB_CREATE_FILE_DEST parameter. If you are using Oracle 
Managed Files (OMF) you don't need to worry about file name conversion. If you aren't using OMF, all PDB creation 
statements will require file name conversion using the FILE_NAME_CONVERT or CREATE_FILE_DEST settings in the CREATE 
PLUGGABLE DATABASE statements. 
 
A snapshot carousel is a collection of snapshots for a PDB. The maximum number of snapshots collected is defined by 
the MAX_PDB_SNAPSHOTS parameter, which has a default value of 8 (also the max). Once the maximum number of 
snapshots is reached, the next snapshot creation will trigger the removal of the oldest snapshot, making it seem like these 
snapshots are overwritten in a circular manner, hence the term "carousel". 
 
Automatic PDB snapshots are managed using scheduled jobs, whose names include the PDB name and the word 
"SNAPSHOT". 
 
This functionality can be used with application PDBs under application containers. 
 

 
  

https://oracle-base.com/articles/12c/multitenant-pdb-archive-files-for-unplug-and-plugin-12cr2
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Create a snapshot carousel 
 
This feature is currently restricted to Enterprise Edition on Engineered Systems, like Exadata, and Enterprise Edition or 
above on Oracle Database Cloud Services, as described here. There is a workaround for testing by enabling the 
"_exadata_feature_on" initialisation parameter. 
 

$ export ORACLE_SID=prod 
 
$ sqlplus / as sysdba <<EOF 
 
SQL> alter system set "_exadata_feature_on"=true scope=spfile; 
SQL> shutdown immediate; 
SQL> startup; 

 
Support for PDB snapshots can be defined during PDB creation as part of the CREATE PLUGGABLE DATABASE statement, 
or after PDB creation using the ALTER PLUGGABLE DATABASE statement. The SNAPSHOT MODE clause accepts one of the 
following settings. 

• NONE : The PDB does not support snapshots. 
• MANUAL : The PDB supports snapshots, but they are only created manually requested. 
• EVERY n HOURS : A snapshot is automatically created every "n" hours. Where "n" is between 1 and 1999. 
• EVERY n MINUTES : A snapshot is automatically created every "n" minutes. Where "n" is between 1 and 2999. 

 
This feature allows you to make instant snapshot copies of the Pluggable Database (PDB) and keep them in an external 
binnacle. A PDB snapshot is an archive file (.pdb) compromising of a a copy of PDB snapshot content. You can have a 
maximum of 8 snapshots per PDB. On reaching the limit, older copies will be overwritten as new instant copies are 
required. 

• Snapshots differ from copy PDB snapshots, which are sparse copies.  
• Snapshots will always depend on the CDB where they are hosted. 
• You cannot create the snapshot from the root container. You must be connected to the PDB itself 
• The database does not HAVE to running in archive log mode. 

 
  

https://docs.oracle.com/en/database/oracle/oracle-database/18/dblic/Licensing-Information.html#GUID-0F9EB85D-4610-4EDF-89C2-4916A0E7AC87__CIHBAEID
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Scenario 1: create manual snapshots and create a pdb from that snapshot 
 

SQL> select property_value from database_properties where property_name = 'MAX_PDB_SNAPSHOTS'; 
 
PROPERTY_VALUE 
-------------------------------------------------------------------------------- 
8 
 
SQL> alter pluggable database pdb1 snapshot pdb1_first_snap; 
 
Pluggable database altered. 
 
SQL>  select con_name, snapshot_name, snapshot_scn, snapshot_time, full_snapshot_path  
from cdb_pdb_snapshots; 
 
CON_NAME SNAPSHOT_NAME   SNAPSHOT_SCN SNAPSHOT_TIME FULL_SNAPSHOT_PATH 
---------- ------------------------------ ------------- --------------------- 
PDB1     PDB1_FIRST_SNAP  15656372    1602932322 /u01/app/oracle/oradata/snap_3499944333_15656372.pdb 
 
SQL> show parameter db_create_file_dest 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
db_create_file_dest                  string      /u01/app/oracle/oradata 
 
SQL> alter session set container=cdb$root; 
 
Session altered. 
 
SQL> create pluggable database snap1_pdb1 from pdb1 using snapshot pdb1_first_snap; 
 
Pluggable database created. 

 
Scenario 2: create automatic snapshots (snapshot carousel) 
 

SQL> create pluggable database pdbsnap admin user pdbadmin identified by pdbadmin roles=(DBA) snapshot mode 
every 30 minutes; 
 
SQL>  alter pluggable databsase pdbsnap open; 
 
SQL> select pdb_name, snapshot_mode from cdb_pdbs where snapshot_mode = 'AUTO'; 
 
PDB_NAME             SNAPSH 
-------------------- ------ 
PDBSNAP              AUTO 
 
SQL> select con_name, snapshot_name, snapshot_scn, snapshot_time, full_snapshot_path  
from cdb_pdb_snapshots; 
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The database snapshots are implemented as dbms_scheduler jobs: 
 

SQL> select job_name, state, to_char(last_start_date,'DD-MON-YYYY HH24:MI:SS') last_start_date,  
to_char(next_run_date,'DD-MON-YYYY HH24:MI:SS') next_run_date, comments  
from DBA_SCHEDULER_JOBS where comments like '%SNAP%' order by state desc;  
 
JOB_NAME                    STATE      LAST_START_DATE       NEXT_RUN_DATE         COMMENTS 
--------------------------- --------------- ----------------------------- ----------------------- 
PDBSNAP_1114628458_SNAPSHOT SCHEDULED  17-OCT-2020 16:29:52  17-OCT-2020 16:59:52  PDBSNAP snapshot 

 

SQL>  
COLUMN pdb_name FORMAT A10 
COLUMN snapshot_mode FORMAT A15 
 
SELECT p.con_id, 
       p.pdb_name, 
       p.snapshot_mode, 
       p.snapshot_interval 
FROM   cdb_pdbs p 
ORDER BY 1; 
 
    CON_ID PDB_NAME   SNAPSHOT_MODE   SNAPSHOT_INTERVAL 
---------- ---------- --------------- ----------------- 
         2 PDB$SEED   MANUAL 
         3 PDB1       MANUAL 
         4 PDB3       AUTO                         1440 

 

SQL>  
SET LINESIZE 150 TAB OFF 
COLUMN property_name FORMAT A20 
COLUMN pdb_name FORMAT A10 
COLUMN property_value FORMAT A15 
COLUMN description FORMAT A50 
 
SELECT pr.con_id, 
       p.pdb_name, 
       pr.property_name,  
       pr.property_value, 
       pr.description  
FROM   cdb_properties pr 
       JOIN cdb_pdbs p ON pr.con_id = p.con_id  
WHERE  pr.property_name = 'MAX_PDB_SNAPSHOTS'  
ORDER BY pr.property_name; 
 
    CON_ID PDB_NAME   PROPERTY_NAME        PROPERTY_VALUE  DESCRIPTION 
---------- ---------- -------------------- --------------- -------------------------------------------- 
         4 PDB2       MAX_PDB_SNAPSHOTS    8               maximum number of snapshots for a given PDB 
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8.3. Container DB Fleet Management 

A CDB fleet allows the entire fleet of CDBs to be managed as it were one logical CDB. There are 2 possible roles in the CDB 
fleet: LEAD_CDB and MEMBER_CDB. There can only be one LEAD_CDB in the fleet. 
The LEAD_CDB can be defined by setting the LEAD_CDB property as true. 
The MEMBER_CDB can be defined by setting the LEAD_CDB_URI property to true. 
 
The PDB Name should be unqiue across al the CDB’s. Further, PDBs can be created in any CDB across the fleet, however, 
they can only be opened n the CDB where it exists physically. 
 
Define database orcl as the LEAD_CDB 
 

SQL> select name from v$database; 
 
NAME 
--------- 
ORCL 
 
SQL> select property_value from database_properties where property_name='LEAD_CDB'; 
 
no rows selected 
 
SQL> alter database set lead_cdb = true; 
 
Database altered. 
 
SQL> select property_value from database_properties where property_name='LEAD_CDB'; 
 
PROPERTY_VALUE 
-------------------------------------------------------------------------------- 
TRUE 

 
Define database prod as the MEMBER_CDB 
 

SQL> select name from v$database;                    
 
NAME 
--------- 
PROD 
 
SQL> create public database link lead_link connect to system identified by oracle using 'orcl'; 
 
Database link created. 
 
SQL> alter database set lead_cdb_uri = 'dblink:LEAD_LINK'; 
 
Database altered. 
 
SQL> select property_value from database_properties where property_name='LEAD_CDB_URI'; 
 
PROPERTY_VALUE 
------------------------------------------------------------------------------------ 
dblink:LEAD_LINK 
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SQL> select pdb_id, pdb_name, status, is_proxy_pdb from dba_pdbs; 
 
    PDB_ID PDB_NAME             STATUS     IS_ 
---------- -------------------- ---------- --- 
         3 PDB4                 NORMAL     NO 
         2 PDB$SEED             NORMAL     NO 
         4 PDB3                 NORMAL     NO 
         6 MYAPP_ROOT           NORMAL     NO 
         7 PDB5                 NORMAL     NO 
         8 MYAPP_ONE            NORMAL     NO 
         9 MYAPP_ROOT$SEED      NORMAL     NO 
        10 PDB1                 NORMAL     NO 
        11 F809547248_3_1       NORMAL     NO 
        12 prod                 STUB       YES 
        13 PDBROB1              STUB       YES 
         5 PDB2                 NORMAL     NO 
 
11 rows selected. 

 
 
8.4. Select with CONTAINERS clause 

The new CONTAINER clause to access data from different containers within one SQL statement. 
 

SQL> select country, revenue from containers(c##robla.revenue) where con_id in (10, 11); 
 
COUNTRY                           REVENUE 
------------------------------ ---------- 
GUATEMALA                            3000 
NICARAGUA                            4000 
ARGENTINA                            5000 
BRAZIL                               6000 
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9. CDB / PDB Backup and Recovery and Flashback 
 
 
9.1. BREC Scenario 1:  Backup and Restore a CDB (full plus point-in-time) 

A Full CDB Backup and Restore works the same a s a Full non CDB Backup. 
 
RMAN Script 

RMAN> backup incremental level 0 database plus archivelog delete input 

 
 
Full Recovery of the CDB 
RMAN Script: 
 

run { 
shutdown immediate; 
startup mount; 
restore database; 
recover database; 
alter database open; 
} 

 
 
Point-In_Time Recovery of CDB 

run { 
shutdown immediate; 
startup mount; 
set until time "TO_DATE('19-SEP-2020 11:00:00','DD-MON-YYYY HH24:MI:SS')"; 
restore database; 
recover database; 
alter database open resetlogs; 
} 

 
9.2. BREC Scenario 2:  Backup and Reocver a PDB (full plus point-in-time) 

Full Backup of the PDB 
 

RMAN> backup incremental level 0 pluggable database pdb1 plus archivelog; 

 
Complete Recovery of the PDB 
Close the pluggable database if it is not already closed: 
 

SQL> alter pluggable database pdb1 close immediate; 
 
Pluggable database altered. 

 
Start RMAN and recover the database: 
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Rman> @recover_pdb1.rcv 
1> run { 
2> restore pluggable database pdb1; 
3> recover pluggable database pdb1; 
4> alter pluggable database pdb1 open; 
5> } 

 
Point-in-Time Recovery of the PDB 

run { 
alter pluggable database pdb1 close; 
set until time "TO_DATE('19-SEP-2020 11:00:00','DD-MON-YYYY HH24:MI:SS')"; 
restore pluggable database pdb1; 
recover pluggable database pdb1; 
alter pluggable database pdb1 open resetlogs; 
} 

 
 
 
 
9.3. Recover a PDB USERS tablespace with local UNDO 

 
This can be run from the root container or from a PDB. The PDB can remain open, but the tablespace needs to be 
offlined: 
 

SQL> show con_name 
 
CON_NAME 
------------------------------ 
PDB1 
SQL> select tablespace_name, status from dba_tablespaces; 
 
TABLESPACE_NAME                STATUS 
------------------------------ --------- 
SYSTEM                         ONLINE 
SYSAUX                         ONLINE 
UNDOTBS1                       ONLINE 
TEMP                           ONLINE 
USERS                          ONLINE 

 

RMAN> @recover_tbs.rcv 
 
RMAN> run { 
2> alter tablespace users offline; 
3> restore tablespace users; 
4> recover tablespace users; 
5> alter tablespace users online; 
6> } 
using target database control file instead of recovery catalog 
Statement processed 
 
Starting restore at 10-SEP-20 
allocated channel: ORA_DISK_1 
channel ORA_DISK_1: SID=89 device type=DISK 
allocated channel: ORA_DISK_2 
channel ORA_DISK_2: SID=101 device type=DISK 
allocated channel: ORA_DISK_3 
channel ORA_DISK_3: SID=58 device type=DISK 
allocated channel: ORA_DISK_4 
channel ORA_DISK_4: SID=87 device type=DISK 
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allocated channel: ORA_DISK_5 
channel ORA_DISK_5: SID=106 device type=DISK 
allocated channel: ORA_DISK_6 
channel ORA_DISK_6: SID=25 device type=DISK 
allocated channel: ORA_DISK_7 
channel ORA_DISK_7: SID=26 device type=DISK 
allocated channel: ORA_DISK_8 
channel ORA_DISK_8: SID=72 device type=DISK 
 
channel ORA_DISK_1: starting datafile backup set restore 
channel ORA_DISK_1: specifying datafile(s) to restore from backup set 
channel ORA_DISK_1: restoring datafile 00016 to /u01/app/oracle/oradata/ORCL/PDB1/users01.dbf 
channel ORA_DISK_1: reading from backup piece /backup/ORCL/ORCL_0fv9qk9i_1_1.rmn 
channel ORA_DISK_1: piece handle=/backup/ORCL/ORCL_0fv9qk9i_1_1.rmn tag=TAG20200907T124819 
channel ORA_DISK_1: restored backup piece 1 
channel ORA_DISK_1: restore complete, elapsed time: 00:00:01 
Finished restore at 10-SEP-20 
 
Starting recover at 10-SEP-20 
using channel ORA_DISK_1 
using channel ORA_DISK_2 
using channel ORA_DISK_3 
using channel ORA_DISK_4 
using channel ORA_DISK_5 
using channel ORA_DISK_6 
using channel ORA_DISK_7 
using channel ORA_DISK_8 
 
starting media recovery 
 
archived log for thread 1 with sequence 17 is already on disk as file 
/u01/app/oracle/recovery_area/ORCL/archivelog/2020_09_07/o1_mf_1_17_hod8s2q2_.arc 
archived log for thread 1 with sequence 18 is already on disk as file 
/u01/app/oracle/recovery_area/ORCL/archivelog/2020_09_10/o1_mf_1_18_homjd0t3_.arc 
channel ORA_DISK_1: starting archived log restore to default destination 
channel ORA_DISK_1: restoring archived log 
archived log thread=1 sequence=16 
channel ORA_DISK_1: reading from backup piece /backup/ORCL/ORCL_0gv9qk9k_1_1.rmn 
channel ORA_DISK_1: piece handle=/backup/ORCL/ORCL_0gv9qk9k_1_1.rmn tag=TAG20200907T124852 
channel ORA_DISK_1: restored backup piece 1 
channel ORA_DISK_1: restore complete, elapsed time: 00:00:01 
archived log file name=/u01/app/oracle/recovery_area/ORCL/archivelog/2020_09_10/o1_mf_1_16_honc3mcz_.arc 
thread=1 sequence=16 
channel default: deleting archived log(s) 
archived log file name=/u01/app/oracle/recovery_area/ORCL/archivelog/2020_09_10/o1_mf_1_16_honc3mcz_.arc RECID=5 
STAMP=1050763139 
media recovery complete, elapsed time: 00:00:01 
Finished recover at 10-SEP-20 
 
Statement processed 
 
RMAN> **end-of-file** 
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9.4. Scenario 4: Recover a PDB SYSTEM tablespace with LOCAL UNDO 

Connect to the root container and check the status of the PDB’s: 
 

SQL> col name format a30 
 
SQL> select name, open_mode from v$pdbs; 
 
NAME                           OPEN_MODE 
------------------------------ ---------- 
PDB$SEED                       READ ONLY 
PDB1                           READ WRITE 
PDB2                           READ WRITE 

 

RMAN> @recover_pdb.rcv 
 
RMAN> RUN { 
2>   ALTER PLUGGABLE DATABASE pdb1 CLOSE; 
3>   RESTORE PLUGGABLE DATABASE pdb1; 
4>   RECOVER PLUGGABLE DATABASE pdb1; 
5>   ALTER PLUGGABLE DATABASE pdb1 OPEN; 
6> } 
using target database control file instead of recovery catalog 

 
 
9.5. Scenario 5: Recover a PDB SYSTEM tablespace with SHARED UNDO 

 

RMAN> @recover_pdb.rcv 
 
RMAN> RUN { 
2>   ALTER PLUGGABLE DATABASE pdb1 CLOSE; 
3>   RESTORE PLUGGABLE DATABASE pdb1; 
4>   RECOVER PLUGGABLE DATABASE pdb1; 
5>   ALTER PLUGGABLE DATABASE pdb1 OPEN; 
6> } 
Statement processed 
 
Starting restore at 11-SEP-20 
allocated channel: ORA_DISK_1 
channel ORA_DISK_1: SID=58 device type=DISK 
allocated channel: ORA_DISK_2 
channel ORA_DISK_2: SID=25 device type=DISK 
allocated channel: ORA_DISK_3 
channel ORA_DISK_3: SID=81 device type=DISK 
allocated channel: ORA_DISK_4 
channel ORA_DISK_4: SID=87 device type=DISK 
allocated channel: ORA_DISK_5 
channel ORA_DISK_5: SID=26 device type=DISK 
allocated channel: ORA_DISK_6 
channel ORA_DISK_6: SID=74 device type=DISK 
allocated channel: ORA_DISK_7 
channel ORA_DISK_7: SID=95 device type=DISK 
allocated channel: ORA_DISK_8 
channel ORA_DISK_8: SID=98 device type=DISK 
 
channel ORA_DISK_1: starting datafile backup set restore 
channel ORA_DISK_1: specifying datafile(s) to restore from backup set 
channel ORA_DISK_1: restoring datafile 00013 to /u01/app/oracle/oradata/ORCL/PDB1/system01.dbf 
channel ORA_DISK_1: reading from backup piece /backup/ORCL/ORCL_08v9qk8m_1_1.rmn 
channel ORA_DISK_2: starting datafile backup set restore 
channel ORA_DISK_2: specifying datafile(s) to restore from backup set 
channel ORA_DISK_2: restoring datafile 00014 to /u01/app/oracle/oradata/ORCL/PDB1/sysaux01.dbf 
channel ORA_DISK_2: reading from backup piece /backup/ORCL/ORCL_04v9qk8l_1_1.rmn 



=== Hands On Lab : Multitenant === 
 

 

 69 

channel ORA_DISK_3: starting datafile backup set restore 
channel ORA_DISK_3: specifying datafile(s) to restore from backup set 
channel ORA_DISK_3: restoring datafile 00015 to /u01/app/oracle/oradata/ORCL/PDB1/undotbs01.dbf 
channel ORA_DISK_3: reading from backup piece /backup/ORCL/ORCL_0cv9qk9d_1_1.rmn 
channel ORA_DISK_4: starting datafile backup set restore 
channel ORA_DISK_4: specifying datafile(s) to restore from backup set 
channel ORA_DISK_4: restoring datafile 00016 to /u01/app/oracle/oradata/ORCL/PDB1/users01.dbf 
channel ORA_DISK_4: reading from backup piece /backup/ORCL/ORCL_0fv9qk9i_1_1.rmn 
channel ORA_DISK_4: piece handle=/backup/ORCL/ORCL_0fv9qk9i_1_1.rmn tag=TAG20200907T124819 
channel ORA_DISK_4: restored backup piece 1 
channel ORA_DISK_4: restore complete, elapsed time: 00:00:01 
channel ORA_DISK_3: piece handle=/backup/ORCL/ORCL_0cv9qk9d_1_1.rmn tag=TAG20200907T124819 
channel ORA_DISK_3: restored backup piece 1 
channel ORA_DISK_3: restore complete, elapsed time: 00:00:03 
channel ORA_DISK_1: piece handle=/backup/ORCL/ORCL_08v9qk8m_1_1.rmn tag=TAG20200907T124819 
channel ORA_DISK_1: restored backup piece 1 
channel ORA_DISK_1: restore complete, elapsed time: 00:00:15 
channel ORA_DISK_2: piece handle=/backup/ORCL/ORCL_04v9qk8l_1_1.rmn tag=TAG20200907T124819 
channel ORA_DISK_2: restored backup piece 1 
channel ORA_DISK_2: restore complete, elapsed time: 00:00:15 
Finished restore at 11-SEP-20 
 
Starting recover at 11-SEP-20 
using channel ORA_DISK_1 
using channel ORA_DISK_2 
using channel ORA_DISK_3 
using channel ORA_DISK_4 
using channel ORA_DISK_5 
using channel ORA_DISK_6 
using channel ORA_DISK_7 
using channel ORA_DISK_8 
 
starting media recovery 
 
archived log for thread 1 with sequence 17 is already on disk as file 
/u01/app/oracle/recovery_area/ORCL/archivelog/2020_09_07/o1_mf_1_17_hod8s2q2_.arc 
archived log for thread 1 with sequence 18 is already on disk as file 
/u01/app/oracle/recovery_area/ORCL/archivelog/2020_09_10/o1_mf_1_18_homjd0t3_.arc 
archived log for thread 1 with sequence 19 is already on disk as file 
/u01/app/oracle/recovery_area/ORCL/archivelog/2020_09_11/o1_mf_1_19_hoorhg5s_.arc 
channel ORA_DISK_1: starting archived log restore to default destination 
channel ORA_DISK_1: restoring archived log 
archived log thread=1 sequence=16 
channel ORA_DISK_1: reading from backup piece /backup/ORCL/ORCL_0gv9qk9k_1_1.rmn 
channel ORA_DISK_1: piece handle=/backup/ORCL/ORCL_0gv9qk9k_1_1.rmn tag=TAG20200907T124852 
channel ORA_DISK_1: restored backup piece 1 
channel ORA_DISK_1: restore complete, elapsed time: 00:00:01 
archived log file name=/u01/app/oracle/recovery_area/ORCL/archivelog/2020_09_11/o1_mf_1_16_hopcswv8_.arc 
thread=1 sequence=16 
channel default: deleting archived log(s) 
archived log file name=/u01/app/oracle/recovery_area/ORCL/archivelog/2020_09_11/o1_mf_1_16_hopcswv8_.arc RECID=7 
STAMP=1050829388 
archived log file name=/u01/app/oracle/recovery_area/ORCL/archivelog/2020_09_07/o1_mf_1_17_hod8s2q2_.arc 
thread=1 sequence=17 
media recovery complete, elapsed time: 00:00:13 
Finished recover at 11-SEP-20 
 
Statement processed 
 
RMAN> **end-of-file** 
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9.6. Flashback a Pluggable database 

The database needs to be generate flashback logs as they are disabled by default. There are two ways to generate a 
flashback log: set flashback on and creating a guaranteed restore point. 
 
Step 1 Enable flashback log at the CDB level 
 

SQL> select flashback_on from v$database; 
 
FLASHBACK_ON 
------------------ 
NO 
 
SQL> alter database flashback on; 
 
Database altered. 
 
SQL> show parameter flashback 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
db_flashback_retention_target        integer     1440 
--this is the defaults, 1440 minutes (=24 hours) 
 
 
SQL> col file_type format a30 
SQL> select file_type, percent_space_used, number_of_files from v$recovery_area_usage; 
 
FILE_TYPE                      PERCENT_SPACE_USED NUMBER_OF_FILES 
------------------------------ ------------------ --------------- 
CONTROL FILE                                  .17               1 
REDO LOG                                     5.72               3 
ARCHIVED LOG                                18.31              14 
BACKUP PIECE                                 2.05              12 
IMAGE COPY                                      0               0 
FLASHBACK LOG                                3.81               2 
FOREIGN ARCHIVED LOG                            0               0 
AUXILIARY DATAFILE COPY                         0               0 
 
8 rows selected. 

 
Step 2 Create a restore point 
 

SQL> alter session set container=pdb2; 
 
Session altered. 
 
SQL> create restore point rp_rob guarantee flashback database; 
 
Restore point created. 
 
SQL> set linesize 200 
SQL> select name, pdb_restore_point, con_id, time, scn from v$restore_point; 
 
NAME       PDB     CON_ID TIME                                                                               SCN 
---------- --- ---------- --------------------------------------------------------------------------- ---------- 
RP_ROB     YES          4 15-NOV-20 04.45.29.000000000 PM                                                3105860 
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Step 3 Flashback the Pluggable Database 
In this example, I use local undo, which is the recommended PDB setting. 
 

SQL> alter session set container=cdb$root; 
 
Session altered. 
 
SQL> alter pluggable database pdb2 close immediate; 
 
Pluggable database altered. 
 
SQL> FLASHBACK PLUGGABLE DATABASE pdb2 TO RESTORE POINT rp_rob; 
 
Flashback complete. 
 
SQL> alter pluggable database pdb2 open resetlogs; 
 
Pluggable database altered. 

 
A PDB’s open resetlogs operation creates a new incarnation of the PDB, which is a subset of the CDB incarnation: 
 

SQL> select db_incarnation#, pdb_incarnation#, status, incarnation_time from v$pdb_incarnation where con_id = 4; 
 
DB_INCARNATION# PDB_INCARNATION# STATUS  INCARNATION_TIME 
--------------- ---------------- ------- -------------------- 
              2                1 CURRENT 15-NOV-2020 16:45:29 
              2                0 PARENT  10-NOV-2020 08:18:48 
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10. Security 

10.1. PDB Lockdown Profiles 

As the administrator of the overall CDB, you may want to restrict the PDB DBA's ability to use the ALTER SYSTEM 
command. For example, you may not want to let the DBA configure memory related settings, such as SGA_MAX_SIZE or 
SGA_TARGET. On the other hand, you may well want to give the PDB DBA a free hand to change settings such as 
CURSOR_SHARING, OPEN_CURSORS and STATISTICS_LEVEL. Prior to Oracle 12cR2 this raised a problem because 
the ALTER SYSTEM privilege was kind of an all-or-nothing affair, lacking the capability to fine-tune the nature of these 
grants. This is now resolved with LOCKDOWN PROFILES. Lockdown Profiles provide the capability to restrict a number 
of operations in PDB's including: 
* The ALTER SYSTEM statement, and specific clauses of the ALTER SYSTEM statement 
* Common User access 
* Context operations that involve datastore types FILE_DATASTORE or URL_DATASTORE 
* Operations that involve network access, restrict usage of UTL_HTTP, UTL_SMTP or UTL_TCP 
* XDB protocols 
* Database options (for example Partitioning) 
 
A lockdown profile is created at the CDB level, but enabled at the PDB level. 
Oracle provides 3 default lockdown profiles:  

• PRIVATE_DBAAS (least restrictive): prevents ALTER SYSTEM usage 
• SAAS (moderately restrictive): prevents ALTER SYSTEM plus adding a restriction to wich application can connect 

to the database 
• PUBLIC_DBAAS: allows for different DBA’s, users and applications in each PDB, but highly restricts the 

administrative and network activity that is allowed outside of a given PDB. 
 
 
Step 1: Create the lockdown profile in the CDB 
 

SQL> create lockdown profile no_alter_system; 
 
Lockdown Profile created. 
 
SQL> alter lockdown profile no_alter_system disable statement = ('ALTER SYSTEM') clause all; 
 
Lockdown Profile altered. 
 
SQL> alter lockdown profile no_alter_system enable statement = ('ALTER SYSTEM') clause = ('SET') OPTION = 
('cursor_sharing'); 
 
Lockdown Profile altered. 

 

SQL> select profile_name, rule_type, rule, clause, clause_option, status from dba_lockdown_profiles where 
profile_name = 'NO_ALTER_SYSTEM'; 
 
PROFILE_NAME         RULE_TYPE            RULE                 CLAUSE     CLAUSE_OPTION        STATUS 
-------------------- -------------------- -------------------- ---------- -------------------- ------- 
NO_ALTER_SYSTEM      STATEMENT            ALTER SYSTEM                                         DISABLE 
NO_ALTER_SYSTEM      STATEMENT            ALTER SYSTEM         SET        CURSOR_SHARING       ENABLE 
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Step 2 Enable the lockdown in the PDB 
 
Before I enable the lockdown profile, lets first connect as the local DBA and flush the shared pool: 
 

[oracle@rob01db01 dirprm]$ sqlplus pdbadmin/pdbadmin@pdb1 
 
SQL*Plus: Release 19.0.0.0.0 - Production on Thu Oct 8 19:54:02 2020 
Version 19.3.0.0.0 
 
Copyright (c) 1982, 2019, Oracle.  All rights reserved. 
 
Last Successful login time: Fri Sep 25 2020 13:03:38 +01:00 
 
Connected to: 
Oracle Database 19c Enterprise Edition Release 19.0.0.0.0 - Production 
Version 19.3.0.0.0 
 
SQL> alter system flush shared_pool; 
 
System altered. 

 
Leave this session open and in a second session,log on as the common sys user and enable the lockdown profile: 
 

SQL> alter session set container = pdb1; 
 
Session altered. 
 
SQL> show user 
USER is "SYS" 
 
SQL> show parameter pdb_lockdown 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
pdb_lockdown                         string 
 
SQL> alter system set pdb_lockdown = 'NO_ALTER_SYSTEM'; 
 
System altered. 
 
SQL> show parameter pdb_lockdown 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
pdb_lockdown                         string      NO_ALTER_SYSTEM 

 
Go back to the first section and try to flush the shared pool: 
 

SQL> alter system flush shared_pool; 
alter system flush shared_pool 
* 
ERROR at line 1: 
ORA-01031: insufficient privileges 

 
So the lockdown profile is enabled immediately, also for users who are currenlty logged on. Even users with the SYSDBA 
privilege will not be able to flush the shared pool. And even the global sys user can no longer flush the shared pool.  
You can set the PDB_LOCKDOWN parameter also at the CDB level, then it will be enabled for all PDBs. 
 
To disable the lockdown profile requires to restart the PDB: 
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CONN / AS SYSDBA 
ALTER SESSION SET CONTAINER = pdb1; 
ALTER SYSTEM RESET PDB_LOCKDOWN; 
 
SHOW PARAMETER PDB_LOCKDOWN; 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
pdb_lockdown                         string      PDB1_SPECFIC_LOCKDOWN 
SQL> 
 
 
-- Restart PDB. 
SHUTDOWN IMMEDIATE; 
STARTUP; 
 
SHOW PARAMETER PDB_LOCKDOWN; 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
pdb_lockdown                         string      DEFAULT_PDB_LOCKDOWN 
SQL> 

 
Another example: 
 

  



=== Hands On Lab : Multitenant === 
 

 

 75 

10.2. Unified Auditing in CDB and PDBs 

Introduction / Theoretical Background 
 
You can enable Unified Auditing at the CDB level. However, every PDB has it’s own Unified Audit trail.  
 
You have local and common Unified Auditing Policies.  Local policies apply only to the current PDB (it is the default, 
CURRENT is optional): 
 

CREATE AUDIT POLICY policy_name action1 [,action2 ] CONTAINER = CURRENT; 

 
Common policies apply to all containers: 
 

CREATE AUDIT POLICY policy_name action1 [,action2 ] CONTAINER = ALL; 

 
However: common policies ONLY audit the actions of COMMON users !!! 
 
System privilege policies: 
 

create audit policy my_sysprivs_audit_pdbp1 PRIVILEGES SELECT ANY TABLE, ALTER ANY TABLE; 

 
 
Object privilege policies 
 

create audit policy my_objprivs_audit_pdbp1 ACTIONS SELECT, DELETE, UPDATE ON SCOTT.DEPT_BIS; 

 
Mixed audit policies: 
 

SQL> create audit policy my_mix_audit_pdbp1 PRIVILEGES CREATE ANY TABLE, ALTER USER ACTIONS SELECT ON SCOTT.EMP, 
ALTER DATABASE LINK; 

 
Function based policies: 
 
A very interesting thing is that we can have more complex policies using some oracle functions (note that all functions are 
not supported: see oracle doc for more info). For example, we can create an audit policy for users querying SCOTT EMP 
table using SQL Developer 
 

create audit policy my_sqldvper_audit_pdbp1 ACTIONS SELECT ON scott.emp WHEN 
'upper(SYS_CONTEXT(''USERENV'',''MODULE''))=''SQL DEVELOPER''' EVALUATE PER STATEMENT; 

 
Remark: operations that take place before the database is opened are stored in 
$ORACLE_BASE/audit/<DB_NAME> 
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Step 1: Enable Unified Auditing 
Unified Auditing is disabled by default, even in 19c. 
 

SQL> select value from v$option where lower(parameter)='unified auditing'; 
 
VALUE 
------------------------------ 
FALSE 

 
Enable it as follows: Stop the database and listener and relink the software: 
 

[oracle@rob01db01 admin]$ cd $ORACLE_HOME/rdbms/lib 
[oracle@rob01db01 lib]$ make -f ins_rdbms.mk uniaud_on ioracle ORACLE_HOME=$ORACLE_HOME 

 

 
 
Start the database afterwards and check:  
 

SQL> select value from v$option where lower(parameter)='unified auditing'; 
 
VALUE 
---------------------------------------------------------------- 
TRUE 
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Step 2 Check the policies that are enabled by default 
 
By default 2 default policies are enabled: 
 

SQL> select * from audit_unified_enabled_policies; 
 
POLICY_NAME               ENABLED_OPTION  ENTITY_NAME          ENTITY_ SUC FAI 
------------------------- --------------- -------------------- ------- --- --- 
ORA_SECURECONFIG          BY USER         ALL USERS            USER    YES YES 
ORA_LOGON_FAILURES        BY USER         ALL USERS            USER    NO  YES 

 
 
Step 3 Create a Unified Auditing Policy 
 
In this example I will create a local Unified Audit Policy in container PDB1 
 

SQL> create audit policy check_rob_objects ACTIONS SELECT, DELETE, UPDATE ON robla.rob_objects; 
 
Audit policy created. 

 
 

SQL> desc audit_unified_policies  
 Name                                      Null?    Type 
 ----------------------------------------- -------- ---------------------------- 
 POLICY_NAME                                        VARCHAR2(128) 
 AUDIT_CONDITION                                    VARCHAR2(4000) 
 CONDITION_EVAL_OPT                                 VARCHAR2(9) 
 AUDIT_OPTION                                       VARCHAR2(128) 
 AUDIT_OPTION_TYPE                                  VARCHAR2(18) 
 OBJECT_SCHEMA                                      VARCHAR2(128) 
 OBJECT_NAME                                        VARCHAR2(128) 
 OBJECT_TYPE                                        VARCHAR2(23) 
 COMMON                                             VARCHAR2(3) 
 INHERITED                                          VARCHAR2(3) 
 AUDIT_ONLY_TOPLEVEL                                VARCHAR2(3) 

 

SQL> select distinct policy_name, audit_condition, common from audit_unified_policies order by 1; 
 
POLICY_NAME                    AUDIT_CONDITION                          COM 
------------------------------ ---------------------------------------- --- 
CHECK_ROB_OBJECTS              NONE                                     NO 
ORA_ACCOUNT_MGMT               NONE                                     NO 
ORA_CIS_RECOMMENDATIONS        NONE                                     NO 
ORA_DATABASE_PARAMETER         NONE                                     NO 
ORA_DV_AUDPOL                  NONE                                     NO 
ORA_DV_AUDPOL2                 NONE                                     NO 
ORA_LOGON_FAILURES             NONE                                     NO 
ORA_RAS_POLICY_MGMT            NONE                                     NO 
ORA_RAS_SESSION_MGMT           NONE                                     NO 
ORA_SECURECONFIG               NONE                                     NO 
 
10 rows selected. 
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Step 4 Enable the policy 

SQL> audit policy check_rob_objects; 
 
Audit succeeded.  

(to disable, use NOAUDIT) 
 
Check which policies are enabled in the database: 
 

SQL> select * from audit_unified_enabled_policies; 
 
POLICY_NAME          ENABLED_OPTION  ENTITY_NAME          ENTITY_ SUC FAI 
-------------------- --------------- -------------------- ------- --- --- 
ORA_SECURECONFIG     BY USER         ALL USERS            USER    YES YES 
ORA_LOGON_FAILURES   BY USER         ALL USERS            USER    NO  YES 
CHECK_ROB_OBJECTS    BY USER         ALL USERS            USER    YES YES 

 
Step 5 Check the audit log 
 
Let’s first log on as pdbadmin and delete some records from rob_objects and then check the audit log: 

SQL> delete from robla.rob_objects where rownum < 10; 
 
9 rows deleted. 
 
SQL> commit; 
 
Commit complete. 
 
SQL> show user 
USER is "PDBADMIN" 

 
 
Now check the audit trail. Note that you can issue this query from the CDB, then you get the combined local audit trails 
from all open PDBs, or issue the query in the local PDB, where you only see the local results. 
 

SQL> show con_name 
 
CON_NAME 
------------------------------ 
PDB1 
SQL> set echo on 
SQL> @ua_view_audit.sql 
SQL> prompt 
 
SQL> prompt +++ this script displays the last 10 audit records across all pdb +++ 
+++ this script displays the last 10 audit records across all pdb +++ 
SQL> prompt 
 
SQL> col action_name format a40 
SQL> col dbusername format a25 
SQL> col event_timestamp format a40 
SQL> col object_name format a32 
SQL> set linesize 200 
SQL> select * from ( 
  2  select con_id, event_timestamp, dbusername, action_name, object_name 
  3  from cdb_unified_audit_trail where dbusername <> 'SYS' 
  4  order by event_timestamp desc 
  5  ) 
  6  where rownum < 11; 
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    CON_ID EVENT_TIMESTAMP               DBUSERNAME     ACTION_NAME         OBJECT_NAME 
---------- ----------------------------- ------------------------- --------------- 
        10 10-OCT-20 05.01.36.169648 PM  PDBADMIN       SELECT               DUAL 
        10 10-OCT-20 04.59.31.249273 PM  PDBADMIN       DELETE               ROB_OBJECTS 
        10 10-OCT-20 04.59.12.053746 PM  PDBADMIN       SELECT               DUAL 

 
Purge the audit trail 

 
We have to use DBMS_AUDIT_MGMT.CLEAN_AUDIT_TRAIL: 

SQL> select  count(*) from unified_audit_trail; 
 
  COUNT(*) 
---------- 
       185 
 
SQL> BEGIN 
DBMS_AUDIT_MGMT.CLEAN_AUDIT_TRAIL( 
audit_trail_type         =>  DBMS_AUDIT_MGMT.AUDIT_TRAIL_UNIFIED, 
use_last_arch_timestamp  =>  FALSE); 
END; 
/    
 
PL/SQL procedure successfully completed. 
 
SQL> select  count(*) from unified_audit_trail; 
 
  COUNT(*) 
---------- 
         1 

 

SQL> @view_audit_cdb.sql 
SQL> prompt 
 
SQL> prompt +++ this script displays the last 10 audit records across all pdb +++ 
+++ this script displays the last 10 audit records across all pdb +++ 
SQL> prompt 
 
SQL> col action_name format a40 
SQL> col dbusername format a25 
SQL> col event_timestamp format a40 
SQL> set linesize 200 
SQL> select * from ( 
  2  select con_id, event_timestamp, dbusername, action_name 
  3  from cdb_unified_audit_trail order by event_timestamp desc 
  4  ) 
  5  where rownum < 11; 
 
+++ this script displays the last 10 audit records across all pdb +++ 
 
 
    CON_ID EVENT_TIMESTAMP                          DBUSERNAME                ACTION_NAME 
---------- ---------------------------------------- ------------------------- ------------------------- 
         3 10-OCT-20 01.59.49.872968 PM             ROBLA                     LOGON 
         1 10-OCT-20 12.07.43.403437 PM             SYS                       ALTER DATABASE 
         1 10-OCT-20 12.06.32.277732 PM             SYS                       LOGON 
         1 10-OCT-20 12.06.32.204902 PM             SYS                       LOGOFF 
         1 10-OCT-20 12.06.32.176127 PM             SYS                       ALTER DATABASE 
         1 10-OCT-20 12.06.27.853786 PM             SYS                       SELECT 
         1 10-OCT-20 12.06.27.793600 PM             SYS                       LOGON 
         1 10-OCT-20 12.06.27.551090 PM             SYS                       STARTUP 
         1 10-OCT-20 12.06.17.865114 PM             SYS                       LOGON 
         1 10-OCT-20 09.51.19.490197 AM             SYS                       ALTER PLUGGABLE DATABASE 
 
10 rows selected. 
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11. Resource Management in Pluggable Databases 

11.1. Some theoretical background 

In a CDB resources can be managed at 2 different levels: CDB level and PDB level. At the CDB level it controls the 
resources allocated to each PDB, allowing you to prioritise some PDBs over others. At the PDB level it controls the 
resources allocated to each session connected to the PDB, allowing you to prioritise some sessions over others, just as it 
does in pre-12c instances. When working with large numbers of PDBs, you can also make use of PDB profiles, which group 
PDBs together to determine the share of system resources. Note that there is no resource manager for cdb$root ! 
Resource Manager can manage the following resources:  
- CPU 
– Number of parallel server processes 
– Memory (since Oracle 12.2) 
– I/O (since Oracle 12.2) 
 
Resources can be allocated proportionaly using shares. In the event of resource contention, shares will be the guaranteed 
minimum amount of available CPU. (minimum CPU). 
 
In addition to shares, you can use limits for PDBs and PDB profiles. Limits are specified as the maximum percentage a 
PDB can use. The following utilization limits can be set:  

o Utilization_limit => for CPU 
o Parallel_server_limit => for parallel operations (% of parallel_servers_target) 
o Memory_min => minimum amount of SGA and PGA (default is 0). Exadata only 
o Memory_max => maxium amount of SGA and PGA (default is 100) Exadata only 

 
Managing CPU Resources 
 
Oracle 12c Release 1: 
– Resource Management is done using Resource Manager (CPU share, CPU Limit (%), Parallel Server Limit (%)) 
 
Oracle 12 Release 2: 
– Parameter CPU_COUNT can be set on PDB level 
– Oracle Recommendation: do not use Resource Manager for CPU resources (CPU share, CPU limit), use 
CPU_COUNT instead 
 
Oracle 18c 
– Parameter PARALLEL_SERVERS_TARGET can be set on PDB level (Default: 
PARALLEL_THREADS_PER_CPU * CPU_COUNT * concurrent_parallel_users * 2) 
– Oracle Recommendation: do not use Resource Manager (Parallel Server Limit) 
 
Parameter CPU_COUNT 
– Dynamic parameter 
– Allows instance caging on PDB level 
– Resource Manager must be enabled (RESOURCE_MANAGER_PLAN set) 
 

SQL> ALTER SYSTEM SET cpu_count = 4; 
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Using a CDB and PDB resource plan together 
 

 
 
It is a bit unclear wether or not to use shares or use CPU_COUNT and other related parameters for resource 
management. Oracle suggest to use the PDB level parameters and this is much more straigtforward as well. 
 
11.2. Test Case 1 Create a CDB Plan for invidual PDBs 

Plan overview 

I will create the following plan: 

 
 
Each of these rows will be implemented as a CDB Directive. The plan directives allocate shares, which define the 
proportion of the CDB resources available to the PDB, and specific utilization percentages, that give a finer level of control. 
 
The Shared determine a guaranteed MINIMUM of the resource usage: PDB1 gets guaranteed 1 share of total 6, so 17% of 
system resources (CPU, Exadata I/O  Bandwidth, queued parallel statements) – PDB2 33% – PDB3 50% 
 
The Utilization set a maximum to the resources (this does not depend on the shares setting, but of the maximum available 
resources at the CDB level.) PDB1 can utilize max. 50% of system resources and  20% of parallel server processes specified 
by init parameter parallel_servers_target. 
 
One row in the table is defined as a CDB plan directive (= default) 
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Create the Plan ROB_CDB_PLAN 

 

SQL> execute dbms_resource_manager.create_pending_area; 
 
PL/SQL procedure successfully completed. 

 

SQL> execute dbms_resource_manager.create_cdb_plan( plan => 'ROB_CDB_PLAN', comment => 'Robs CDB plan'); 
 
PL/SQL procedure successfully completed. 

 
Create resource plans for PDB1, PDB2 and PDB3 
 

begin 
   dbms_resource_manager.create_cdb_plan_directive( 
   plan => 'ROB_CDB_PLAN', 
   pluggable_database => 'PDB1', 
   comment => 'give 1 share', 
   shares => 1, 
   utilization_limit => 50, 
   parallel_server_limit => 20 
   ); 
end; 
/ 
 
PL/SQL procedure successfully completed. 
 
SQL> begin 
  2  dbms_resource_manager.create_cdb_plan_directive( 
  3  plan => 'ROB_CDB_PLAN', 
  4  pluggable_database => 'PDB2', 
  5  comment => 'give 2 shares', 
  6  shares => 2, 
  7  utilization_limit => 75, 
  8  parallel_server_limit => 20 
  9  ); 
 10  end; 
 11  / 
 
PL/SQL procedure successfully completed. 
 
SQL> begin 
  2  dbms_resource_manager.create_cdb_plan_directive( 
  3  plan => 'ROB_CDB_PLAN', 
  4  pluggable_database => 'PDB3', 
  5  comment => 'give 3 shares', 
  6  shares => 3, 
  7  utilization_limit => 100, 
  8  parallel_server_limit => 100 
  9  ); 
 10  end; 
 11  / 
 
PL/SQL procedure successfully completed. 

 
  



=== Hands On Lab : Multitenant === 
 

 

 83 

Update the default directive. This will be allocated to every PDB that is not specifically mentioned in the plan. 

SQL> begin 
  2  dbms_resource_manager.update_cdb_default_directive( 
  3  plan => 'ROB_CDB_PLAN', 
  4  new_shares => 1, 
  5  new_utilization_limit => 100, 
  6  new_parallel_server_limit => 100 
  7  ); 
  8  end; 
  9  / 
 
PL/SQL procedure successfully completed. 

 
Update the directive for automatic maintenance tasks in cdb$root 
 

SQL> begin 
  2  dbms_resource_manager.update_cdb_autotask_directive( 
  3  plan => 'ROB_CDB_PLAN', 
  4  new_shares => 1, 
  5  new_utilization_limit => 20, 
  6  new_parallel_server_limit => 10 
  7  ); 
  8  end; 
  9  / 
 
PL/SQL procedure successfully completed. 

 

SQL> execute dbms_resource_manager.validate_pending_area;  
 
PL/SQL procedure successfully completed. 
 
SQL> execute dbms_resource_manager.submit_pending_area; 
 
PL/SQL procedure successfully completed. 

 
View the settings of the created plan ROB_CDB_PLAN 
 

SQL> select pluggable_database pdb, shares, utilization_limit util, 
parallel_server_limit par from dba_cdb_rsrc_plan_directives  
where plan = 'ROB_CDB_PLAN'; 
 
PDB                                SHARES       UTIL        PAR 
------------------------------ ---------- ---------- ---------- 
PDB3                                    3 
PDB2                                    2         75         20 
ORA$DEFAULT_PDB_DIRECTIVE               1 
ORA$AUTOTASK                            1         20         10 
PDB1                                    1         50         20 

 
Remark: the blank UTIL and PAR entries mean 100%. 
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Activate the plan ROB_CDB_PLAN 

SQL> show parameter resource_manager_plan 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
resource_manager_plan                string 
 
SQL> alter system set resource_manager_plan='ROB_CDB_PLAN'; 
 
System altered. 
 
SQL> show parameter resource_manager_plan 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
resource_manager_plan                string      ROB_CDB_PLAN 

 
Remark 1 : it is also possible to activate this plan via a DBMS_SCHEDULER_JOB for a certain time period of the day: 

 
 
Remark 2: you can not set the CDP Plan at the PDB Level. It will lead to the following error: 
 

SQL> show con_name 
 
CON_NAME 
------------------------------ 
PDB1 
SQL> show parameter resource_manager_plan 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
resource_manager_plan                string 
 
SQL> alter system set resource_manager_plan='ROB_CDB_PLAN'; 
alter system set resource_manager_plan='ROB_CDB_PLAN' 
* 
ERROR at line 1: 
ORA-32017: failure in updating SPFILE 
ORA-07452: specified resource manager plan does not exist in the data 
dictionary 
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11.3. Test Case 2 Create a CDB Plan using PDB Profiles 

Step 1: Create the new plan with the profiles at the CDB level and activate it. 
 

begin 
dbms_resource_manager.create_cdb_profile_directive( 
plan => 'ROB_CDB_PLAN2', 
profile => 'gold', 
shares => 3, 
utilization_limit => 100, 
parallel_server_limit => 100); 
end; 
/ 

 
You can make different options for silver and bronze. 
 
Step 2 Assign each PDB to a PDB profile at the PDB level. This is a static parameter and requires a PDB bounce. 
 

SQL> show con_name 
 
CON_NAME 
------------------------------ 
PDB1 
SQL> ALTER SYSTEM SET DB_PERFORMANCE_PROFILE=gold SCOPE=SPFILE; 
 
System altered. 
 
SQL> show parameter db_performance_profile     
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
db_performance_profile               string 
 
SQL> shutdown immediate 
Pluggable Database closed. 
 
SQL> startup 
Pluggable Database opened. 
 
SQL> show parameter db_performance_profile 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
db_performance_profile               string      GOLD 
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11.4. Test Case 3 Create a PDB Resource Plan 

In this example I will create plan ROB_PDB1_PLAN with the following characteristics: 
 
Consumer group GROUP_A: 1 share, utilization limit=20 %, via Directive A 
Consumer group GROUP_B: 3 shares, utilization_limit=100% via Directive B 
Consumer group OTHER_GROUPS: 1 share, utilization limit = 40% via Directive C 
 

SQL> execute dbms_resource_manager.clear_pending_area; 
 
PL/SQL procedure successfully completed. 
 
SQL> execute dbms_resource_manager.create_pending_area; 
 
SQL> execute dbms_resource_manager.create_plan( plan => 'ROB_PDB1_PLAN', comment => 'Robs PDB1 plan'); 
 
PL/SQL procedure successfully completed. 
 
SQL> execute dbms_resource_manager.create_consumer_group (consumer_group => 'Group_A', comment => 'Low 
Priority'); 
 
PL/SQL procedure successfully completed. 
 
SQL> execute dbms_resource_manager.create_consumer_group (consumer_group => 'Group_B', comment => 'High 
Priority'); 
 
PL/SQL procedure successfully completed. 
 
SQL> begin 
  2  dbms_resource_manager.create_plan_directive( 
  3  plan => 'ROB_PDB1_PLAN', 
  4  group_or_subplan => 'Group_A', 
  5  comment => 'for low priority users', 
  6  shares => 1, 
  7  utilization_limit => 70 
  8  ); 
  9  end; 
 10  / 
 
PL/SQL procedure successfully completed. 
 
SQL> begin 
  2  dbms_resource_manager.create_plan_directive( 
  3  plan => 'ROB_PDB1_PLAN', 
  4  group_or_subplan => 'Group_B', 
  5  comment => 'for high priority users', 
  6  shares => 3, 
  7  utilization_limit => 100 
  8  ); 
  9  end; 
 10  / 
 
PL/SQL procedure successfully completed. 
 
SQL> begin 
  2  dbms_resource_manager.create_plan_directive( 
  3  plan => 'ROB_PDB1_PLAN', 
  4  group_or_subplan => 'OTHER_GROUPS', 
  5  comment => 'for other priority users', 
  6  shares => 1, 
  7  utilization_limit => 40 
  8  ); 
  9  end; 
 10  / 
 
PL/SQL procedure successfully completed. 
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SQL> execute dbms_resource_manager.validate_pending_area; 
 
PL/SQL procedure successfully completed. 
 
SQL> execute dbms_resource_manager.submit_pending_area; 
 
PL/SQL procedure successfully completed. 

 
Enable the plan: 
 

SQL> show con_name                        
 
CON_NAME 
------------------------------ 
PDB1 
SQL> show parameter resource_manager_plan 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
resource_manager_plan                string      SCHEDULER[0x4D55]:DEFAULT_MAIN 
                                                 TENANCE_PLAN 
SQL> alter system set resource_manager_plan = 'ROB_PDB1_PLAN'; 
 
System altered. 
 
SQL> show parameter resource_manager_plan 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
resource_manager_plan                string      ROB_PDB1_PLAN 

 
 
 
11.5. Manage PDB Memory, CPU and I/O via Initialization Parameters 

This is actually the preferred way of managing resources, rather than a CDB level plan. Note that this scheme does not 
work with Automatic Memory Management (MEMORY_SIZE). 
 
The following parameters can be used: 

• PGA_AGGREGATE_TARGET and PGA_AGGREGATE_LIMIT 
• SGA_TARGET and SGA_MIN_SIZE (also DB_CACHE_SIZE and SHARED_POOL_SIZE). 
• INMEMORY_SIZE 
• CPU_COUNT and CPU_MIN_COUNT (Oracle 19.4, dynamic CPU scaling) (CPU threads) 
• PARALLEL_SERVER_LIMIT and PARALLEL_SERVERS_TARGET (as of 18c) 
• MAX_IOPS and MAX_MBPS 

 
Approach: set the default values at the CDB level. They will apply to every PDB, unless they are specifically set at the PDB 
level and set specific values at the PDB level. 
 
View the current settings: 
 

SQL> show con_name 
 
CON_NAME 
------------------------------ 
CDB$ROOT 
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SQL> show parameter cpu_count 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
cpu_count                            integer     2 
 
SQL> show parameter sga_target 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
sga_target                           big integer 1504M 
SQL> show parameter pga_aggregate_target 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
pga_aggregate_target                 big integer 394M 

 
Add values for the other parameters at the CDB level: 
 

SQL> alter system set max_iops=50; 
 
System altered. 
 
SQL> alter system set max_mbps=200; 
 
System altered. 
 
SQL> alter system set sga_min_size=100 M; 
 
System altered. 

 
 
 
 
Now you can connect to a PDB and set specific values that override the defaults: 
 

SQL> alter session set container=pdb1;   
 
Session altered. 
 
SQL> show parameter max_iops 
 
NAME                                 TYPE        VALUE 
------------------------------------ ----------- ------------------------------ 
max_iops                             integer     50 
SQL> alter system set max_iops = 200; 
 
System altered. 

 
Remark 1: the I/O parameters do not work on Exadata and in non CDB environments.  
 
Remark 2: DBWR I/O, control file I/O and password files are exempted from the I/O parameters 
 
Remark 3: if you do not want those changes at the PDB level, you can implement a PDB Lockdown profile to prevent 
using these changes, even by the DBA and SYSDBA. 
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11.6. Monitor Resource Management in the Multitenant Database 

 
V$SYSTEM_EVENT and V$SESSION_EVENT : When the configured limits are hit, you will receive related wait events, 
for example: 

• "resmgr: I/O rate limit“ (V$SYSTEM_EVENT, V$SESSION_EVENT) is raised when the limit is hit 
• CPU will wait on ‘resmgr: cpu quantum’ 
•  
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